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ABSTRACT
In many applications it is desirable to detect and localize moving objects (e.g., satellites or meteorites) in images of
the night sky. These applications range from mission critical tasks such as space situational awareness and satellite
catalog maintenance to astrophysics and meteor impact estimation. Low signal-to-noise ratio (SNR) due to faint
objects, light pollution, or atmospheric conditions complicates automated algorithms for such analysis. Since a moving
object will trace out a streak in long-exposure images, we present and study a new streak detection method based on
deep learning, specifically the You Only Look Once (YOLO) Convolutional Neural Network (CNN), to provide more
robust performance across varying image quality. This novel streak detection algorithm is tested on a multi-camera
wide field of view system (WFoV). This system has a 60 - 160 degree field of view and is a fixed, staring persistent
array. It can reach magnitude 13-20 objects and captures 10 second frames all night, producing 4 Terabytes of data
per night. We compare our results to two existing methods based on the Hough Transform, and the Phase Congruency
Transform, each of which demonstrates different regimes of performance depending on imaging conditions. It is
possible that the learning capabilities of the CNN will result in a method that can span these different performance
regimes. In this paper, we compare accuracies in streak detection between the two baseline methods and our CNN
streak detector. Since human labeling of images is time consuming, we used a data curation to clean a dataset for
training and validation. We additionally study cases where the baseline methods fail and analyze the constraints of
each method.
1.

INTRODUCTION

Monitoring the skies is a priority for national security. With increased low earth orbit (LEO) traffic and the recent
plans of many nations such as India or companies such as Tesla to deploy tens of thousands of small LEO satellites,
the existing methods for maintaining custody of satellites will be overwhelmed. To address this issue, we developed
a persistent wide field of view (WFoV) camera system capable of gathering night sky imagery data by collecting
images with multiple cameras and stacking them together in order to improve signal-to-noise ratio (SNR). This system
operates autonomously all night. The WFoV system collects approximately 4 TB of data per night over a 60-160
degree field of view, resulting in 4k×4k stacked images. It is capable of continuously monitoring large amounts of the
night sky with limited human supervision. However, to make the system capable of meeting the future scale demands
of space situational awareness (SSA) custody and catalog maintenance, the system must also be autonomously able to
identify satellite observations from the collected data. Motivating the algorithm presented in this paper is that moving
objects (e.g., planes, meteors, and satellites) produce streaks in long-exposure images, while stars form ellipsoids.
Thus, the primary problem studied in this paper is real time streak detection in WFoV imagery.
Many streak detection methods exist, however, many exhibit limitations when it comes to successfully detecting a
streak in our WFoV system. Most methods have proven to be successful with bright, long streaks while faint or short
streaks have been more problematic for detection. Most of these existing streak detection algorithms were developed
for narrow field of systems with low noise and limited clutter. However, our problem domain has large amounts of
clutter and noise, as can be seen in Fig. 1. As a further complication, streaks have large variance in brightness, length,
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(a) Example image with streak.

(b) Example image without streak.

Fig. 1: Example images. (a) An image with a clear streak. (b) An image with clouds visible at the bottom and right.
No streak is visible.
width, and persistence. To compensate for these issues, we propose a new method for streak detection that uses deep
learning. We believe that by using deep learning we may be able to detect and localize a wider range of streaks that
other methods are not able to detect. Here, we present a modified version of the You Only Look Once Version 2
(YOLO-v2) Convolutional Neural Network (CNN) applied to streak detection. To demonstrate the strengths of this
approach we also compare the results to two more traditional detection algorithms: 1) a Phase Congruency method
and 2) a Hough transform based method. The primary advantages demonstrated are an increased recall (percentage of
streaks detected) of 40%, reduced false positives as demonstrated by a precision (percentage of detected items that are
streaks) of 69%, and a significant increase in computational speed of 1.7 frames per second on an Intel Xeon E5-2640
v4 2.4 GHz CPU and 4.7 frames per second on a GTX 1080Ti GPU.
We first briefly discuss the data collection and curation in Section 2 followed by discussion of the comparison methods
in Section 3. In Section 4 we provide an overview of CNNs, region-based CNNs, and the YOLO architecture followed
by our modifications to the YOLO architecture for streak detection in Section 5. We present and discuss our results
of the comparison and YOLO-based streak detection algorithms on the WFoV dataset in Section 6 and conclude in
Section 7.
2.

DATASET

2.1 Hardware
The dataset is collected from an all-night heterogeneous multi-camera array with an approximately 60 degree field of
view, dubbed the Wide Field of View (WFoV) System. The raw images are approximately 4k×4k pixels, but, due
to the heterogeneity of the fields of view of the cameras, a 3000 × 3000 pixel region is cropped out of the middle to
minimize distortions. The WFoV cabinet used to collect this dataset has over 40 cameras that make up the sensor
array. Approximately half of the cameras are 12 megapixels and the remaining half are 4 megapixels.
2.2 Image Generation
The basic operation of the system combines N images
√ collected by N cameras into a single stacked image. In theory under optimal conditions this should result in a N improvement in signal-to-noise ratio (SNR). These images
are stacked by computing an alignment between the images which maps pixels in each individual frame to a single
canonical frame.
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(a) Single camera.

(b) Over 40 cameras.

Fig. 2: Improvement due to stacking frames. Note additional streaks become visible in the stacked frame. (a) Single
frame subtracted from previous frame. (b) Stacked frame subtracted from previous stacked frame.
The dataset used in this paper is collected in 10 second integrations and the over 40 different images are stacked
together to form a single collected image. To remove most stationary objects and to further reduce noise, successive
frames are subtracted. Figure 2 shows an example of a single camera image successively subtracted and a raw stacked
image successively subtracted. These two images qualitatively demonstrate the improved SNR.
2.3 Data Curation
To collect a dataset useful for machine learning, the existing PCT and Hough Transform algorithms were run on 3
nights of images producing a total of 308 images containing streaks. These images were then curated by a human. The
human curator was provided with a tool to view the image with the detected bounding boxes. The curator then had the
option to remove a detection box, merge detection boxes, approve a detection box, or add a new detection box. The
tool required the human curator to manually select one of the options for each box in the image before being shown a
new image.
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Fig. 3: Gabor filterbank. The filters are defined for 16 orientations θ ∈ [0◦ , 180◦ ), spanning the columns of this figure,
and 6 spatial wavelengths λ ∈ [0.0221, 0.0442], spanning the rows of this figure.
3.

COMPARISON METHODS

3.1 Phase Congruency Transform (PCT)
We implemented a streak detection method based on phase congruency as proposed in [14]. This method follows the
basic process of edge detection, thresholding, cleaning, and background removal. Edge detection is used to determine
those pixels likely to belong to a star or a streak. Edge pixels are detected in this algorithm by computation of the
2D Fourier transform and definition of the phase congruency [9] which yields a value in the range [0, 1]. The phase
congruency is thresholded on a per-image basis using a histogram of the pixel intensities to select the threshold value
to yield a binary image. Specifically, a 1000 bin histogram of the pixel intensities is computed and the center value of
the second largest bin is selected as the threshold. Any pixel greater than the threshold is set to 1, all others are set to
0. The binary image is cleaned by setting any pixel with fewer than 4 non-zero neighbors in the adjacent 8 pixels to 0.
The background is estimated as a quadratic polynomial and subtracted from the image to remove large-scale gradients
due to clouds or lunar illumination.
3.2 Hough Transform
The Hough Transform [7] based method uses a set of Gabor filters [6] to process the raw images and identify line
segments. For this method, a filterbank of Gabor filters g(x, y, λ , θ ) is defined for 16 orientations in the range θ ∈
[0◦ , 180◦ ) and 6 spatial wavelengths in the range λ ∈ [0.0221, 0.0442], with a width of w = 25, as defined in Eq. (1)
and illustrated in Fig. 3.
λ 2 − √λ22 x0 2 + √λ22 y0 2 2iπλ x0
·e
e
2π
w+1
w+1
x0 (x, y, θ ) = x −
cos(θ ) + y −
sin(θ )
2
2
w+1
w+1
y0 (x, y, θ ) = −(x −
sin(θ ) + y −
cos(θ ))
2
2

g(x, y, λ , θ ) =

(1)

Each filter represents a different orientation and scale of feature to be detected. Thus, the Gabor filterbank can detect
lines of different thickness and directions. A successively subtracted image is processed with each Gabor filter by
convolving the image with the filter, producing a response image for each filter. These response images are then
processed by the Hough transform to detect line segments. Specifically, the Hough transform used is ρ = x cos θ +
y sin θ and the accumulation matrix is of the form [ρ, θ ] where ρ ∈ [−4242, 4242] and θ ∈ [−90, 90).
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4.

DEEP LEARNING FOR OBJECT DETECTION

4.1 Convolutional Neural Networks (CNNs)
The methods described in Section 3 were explicitly designed to detect streaks in images based on human interpretation of streak characteristics, namely the phase congruency used in the PCT method or the straight-line appearance
leveraged in the Hough transform method. In contrast, convolutional neural networks (CNNs) leverage a large set
of labeled images, some of which contain streaks, and the network learns both how to extract features and how to
combine and use those features to determine whether a streak is present in an image. Thus, an advantage of CNNs
is that they simultaneously learn the discriminatory features and how to use those features to detect a streak without
the need to hand-design feature extraction algorithms. Interestingly, the first layer filters of CNNs tend to result in
filters resembling the oriented edge detection structure of the Gabor filters, e.g., the first layer illustrations in [16, 17].
Subsequent CNN layers abstract these features and allow the CNN to learn more complex structures.
4.2 Region-Based Convolutional Neural Networks (R-CNNs)
While CNNs can be used for image classification, e.g., to determine whether a streak is present in an image, it is
often of interest to localize the presence of objects within the image, e.g., to outline where the streak is in the image.
To this end, region-based CNNs (R-CNNs) can detect the location of objects within images [5]. R-CNNs, however,
are computationally complex since they are composed of two modules: a CNN-based feature extractor followed by a
region proposal network (RPN). While the RPN efficiency can be improved over an exhaustive search of all possible
locations and scales, e.g., selective search [15], the RPN of the R-CNN is a significant computational bottleneck. The
faster R-CNN [13] gains computational efficiency by sharing features between the CNN and RPN and by specifying
a limited set of scales and aspect ratios over which the RPN operates in a sliding window framework. In the faster
R-CNN, the RPN operates after the CNN features have been extracted and the regions resulting from the combination
of scales and aspect ratios are referred to as the anchor boxes of the RPN. The RPN in the faster R-CNN is still
the computational bottleneck, with the computational complexity varying as the product of the number of scales and
aspect ratios, making it computationally expensive to learn objects over a wide range of aspect ratios.
4.3 The You Only Look Once (YOLO) Architecture
Instead of relying a sliding-window approach, the You Only Look Once (YOLO) architecture formulates object detection as a regression problem [11]. The YOLO network directly predicts bounding box parameters and class probabilities using features from the entire image. More specifically, YOLO uses a CNN to extract image features and
fully-connected layers to predict class probabilities and bounding box parameters. As described in [11], the YOLO
architecture has 24 convolutional layers and 2 fully connected layers. Confidence for each bounding box is defined as
the product between the class probability and the intersection over union (IOU) between the ground truth and predicted
truth . For each bounding box, the network predicts 5 parameters: the
bounding boxes, i.e., Con f = Pr(Class) · IOU pred
x- and y-location, the width and height, and the confidence. Additionally, the network predicts a class probability for
fixed grid locations within the input image.
YOLO version 2 (YOLO-v2) [12] introduced several architectural and algorithmic changes with the ultimate goal of
improving localization accuracy and the recall (percentage of streaks detected, see also Section 6). First, YOLO-v2 replaces the fully connected layers which estimate bounding box parameters in YOLO with anchor boxes to improve the
recall. Additionally, a k-means clustering of ground truth bounding boxes is used for more representative specification
of anchor box ratios which results in higher IOU values than hand-chosen aspect ratios. Second, YOLO-v2 replaced
the CNN backbone with the the Darknet19 [10] architecture for computational efficiency. Third, YOLO-v2 replaces
the last convolutional layer with three 3 × 3 convolutional layers, concatenated with a higher resolution “passthrough”
layer, followed by one 1 × 1 convolutional layer to improve the spatial resolution of the predictions. For each bounding
box, the network predicts the same 5 parameters as YOLO and also predicts a class probability for each bounding box.
5.

YOLO-BASED STREAK DETECTION

We modified YOLO-v2 to operate as a single object class detector to detect a streak in a WFoV image. One of the main
issues we encountered in modifying the YOLO-v2 architecture is that a streak has very small width, widely variable
length, and can be oriented in any direction. This is in contrast to the assumption made in most CNNs wherein different
object classes are assumed to be represented by a consistent aspect ratio. For example a tree in an image is expected
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Fig. 4: YOLO Architecture
to occupy a rectangle with a large height and small width while a car would have a small height and a large width. As
defined in the YOLO frameworks, object bounding boxes are aligned to the x- and y- axes and thus a streak can have
a wide range of aspect ratios. Since we are only dealing with a single object class, however, we can consider a wider
range of anchor box ratios with computational efficiency commensurate with the original YOLO-v2 architecture.
Our network, as seen in Fig. 4, is backboned by the Darknet19 [10] architecture which includes a mixture of convolutional layers and max pooling layers. Each red layer in Fig. 4 is a max pooling layer that reduces each spatial
dimension by a factor of 2. Each yellow layer in Fig. 4 is a convolutional layer which outputs a set of filtered images
with the same spatial dimensions as the layer input. The gray layer in Fig. 4 is the concatenation layer which combines
the output of convolutional group 6 and convolutional group 7 into one group which is input to the final convolutional
layer. Since convolutional groups 6 and 7 are of different spatial dimensions, convolutional group 7 is passed through
a space-to-depth function which tiles the filtered images and stacks those tiles in depth. The architecture was modified from the code at [2] to accommodate a 544 × 544 pixel input image, resulting in an output layer of dimension
17 × 17 × 42. The 17 × 17 grid corresponds to the spatial dimensions of the image after the final convolutional layer
and the depth of 42 corresponds to the 7 anchor boxes for which 6 parameters are estimated: (x-location, y-location,
height, width, confidence, streak). Since we are only detecting a single object class, the streak layer associated with
each box is a binary array with a value of 1 for those regions where a streak was detected.
Prior to training, the dataset of 308 streak images described in Section 2 was augmented by rotating the images by
90, 180, and 270 degrees and redefining the bounding boxes in the ground truth accordingly. This created a total of
1,232 streak images which were randomly divided into a training set of 924 images and a validation set of 308 images.
Training of the network used keras [3] with the tensorflow [1] backend. The network was initialized with YOLO
weights trained on ImageNet for those layers corresponding directly to YOLO and randomly initialized for the added
layers. We used the Adam optimizer [8] during training with default parameter choices and trained for 100 epochs.
Each epoch took about 15 minutes to train on a GTX 1080Ti GPU. The loss used was the same as defined in the
original YOLO paper [11] which is the sum-squared error, weighting localization error as well as classification error.
At the end of each epoch we had two callback functions, one that would save the weights if the training improved on
that epoch, and one that would stop the training if the error function did not decrease by at least 1e-5 over N = 10
subsequent epochs. We used [0.39, 0.42, 0.48, 1.00, 1.79, 2.52, 3.36] as the seven aspect ratios returned by a k-means
clustering of the dataset [12]. We define a confidence threshold of 0.15 for detection of streaks which provides a
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Table 1: Performance of the streak detection methods. Boldface entries represent the best performance for each metric.

PCT
Hough
YOLO-v2

Precision
1.7%
2.5%
68.9%

Recall
66.8%
17.7%
40.4%

F1 Score
3.3%
4.4%
50.9%

Table 2: Average execution time per image for the streak detection methods. YOLO-v2 CPU and YOLO-v2 GPU are
measured for the same algorithm, but running on either a CPU or GPU.

PCT
Hough
YOLO-v2 CPU
YOLO-v2 GPU

Time per image (s)
46.7
26.6
0.6
0.2

reasonable tradeoff in the performance metrics we use in the next section.
6.

RESULTS AND DISCUSSION

We define a True Positive (TP) if the bounding box returned by a method overlaps, to any extent, the ground truth
(GT) bounding box. We also define a False Positive (FP) if the bounding box returned by a method does not overlap
with any GT bounding box and a False Negative (FN) if a method does not return a bounding box corresponding to a
GT bounding box. Since the GT defines bounding boxes associated with streaks (and not with non-streaks), there is
no means to define a True Negative (TN). As such, we present performance metrics including the Precision
Precision =

TP
,
T P + FP

(2)

which measures the percentage of detected objects that are streaks, the Recall (or True Positive Rate)
Recall =

TP
,
T P + FN

(3)

which measures the percentage of streaks that are detected by a method, and the F1 score which is the harmonic mean
of Precision and Recall,
Precision · Recall
F1 = 2
.
(4)
Precision + Recall
The F1 score provides a single metric to quantify a method according to both its relevancy (detecting actual streaks) and
noisiness (detecting erroneous streaks). We present results for these three metrics in Table 1. We find that YOLO-v2
significantly outperforms the PCT and Hough methods in Precision and F1 score. While the PCT method has the best
Recall of the three methods, the very small Precision of PCT indicates a tendency to miss streaks. The low Precision
and Recall scores of the Hough method indicate a tendency of Hough to both miss streaks and to detect a significant
number of erroneous streaks. We show an example detection of each of the three methods on the same image in Fig. 5,
illustrating these behaviors of the methods. We consider these behaviors in more detail below.
The PCT method has the highest Recall, but also the lowest Precision. It finds 67% of streaks within the dataset, but
suffers from a tendency to output multiple detections for the same streak as illustrated in Fig. 5(a) and 6(a). Similarly,
as illustrated in Fig 6(a), the PCT method has a very large false positive rate and many stars are incorrectly detected
as streaks throughout the image.
The Hough method has a nominally better Precision than the PCT, but also has a significantly lower Recall than the
PCT. The higher Precision indicates fewer false positive detections than the PCT, but the lower Precision indicates a
tendency to miss many valid streaks as seen in Fig. 5(b). The Hough method excels, however, in detecting verticallyoriented streaks which the PCT and YOLO-v2 method struggle with as shown in Fig. 6(b).
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(a) PCT detections outlined in cyan. Note the
two erroneous detections to the lower left.

(b) Hough detection outlined in yellow. Note
the missed detection of the streak and the erroneous detection just below the streak.

(c) YOLO-v2 detection outlined in green. Note
the correct streak detection and lack of erroneous detections.

Fig. 5: Example streak detections on the same image for (a) PCT, (b) Hough, and (c) YOLO-v2 methods.

(a) Multiple detections of the same streak by
PCT and Hough and inaccurate bounding box
detection by YOLO-v2.

(b) Vertical streak detection by Hough which
PCT and YOLO-v2 fail to detect.

(c) False positive detections by YOLO-v2 tend
to be larger star clusters while false negative detections may be due to the specific confidence
threshold used by YOLO-v2.

Fig. 6: Examples of YOLO-v2, Hough, and PCT streak detections. Cyan boxes denote PCT detections, yellow boxes
denote Hough detections, and green boxes denote YOLO-v2 detections.
YOLO-v2 by far has the best Precision of the three methods considered here, indicating far fewer false positive
detections as seen in Fig. 5 and 6. YOLO-v2 also tends to find a single bounding box per streak, unlike the multiple
detections of PCT and Hough as seen in Fig. 6(a). Unlike PCT and Hough, the false positive detections of YOLO-v2
tend to correspond to larger clusters of stars as shown in Fig. 6(c). There is some bias in YOLO-v2, however, toward
the predefined aspect ratios [12], resulting in some inaccuracies in the bounding box coordinates as seen in Fig. 6(a).
Finally, the YOLO-v2 based method has by far the fastest execution time per image. Table 2 shows the timing results
for the three methods. Note that we present timing results for both the CPU and GPU for the YOLO-v2 based method
while the comparison algorithms are only run on the CPU. The YOLO-v2 based method is two orders of magnitude
faster on the CPU than the PCT or Hough method. It is possible to reduce the execution time of the PCT and Hough
method by using coarser parameterization, however, that comes at the cost of drastically reducing the precision and
recall. Even at the coarsest parameters we have tested, both Hough and PCT still require over 10 seconds of execution
time per frame. Thus, the YOLO-v2 based method is able to meet the constraint of labeling a full image in real-time
acquisition.
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7.

CONCLUSIONS AND FUTURE WORK

In this paper we have presented a new method using deep learning, specifically convolutional neural networks (CNNs)
for detection of streaks in wide field of view (WFoV) images. We repurposed the YOLO-v2 architecture [12] for streak
detection and used data from a new custom multi-camera array as training. Our proposed method showed significant
improvement in performance (especially precision) over two comparison methods based on the Phase Congruency
Transform (PCT) and the Hough transform. Furthermore, the YOLO-v2 method meets the real time requirements of
the WFoV application at 4.7 frames processed per second using a GPU. This early success demonstrates the potential
for machine learning, and specifically deep learning, in automatic streak detection in this WFoV application. Future
improvement on this foundation aims to label the streak pixels to allow for more accurate endpoint identification and
eventually lead to automatic orbit determination.
While YOLO-v2 demonstrated improved performance over YOLO for general-purpose object detection, e.g., on the
PASCAL VOC dataset [4], the lack of anchor boxes in YOLO may be better suited for this streak detection application.
Since we are working with a reduced number of object classes (just one in this case), and relatively long integration
times (10 seconds), in future work we plan to compare the detection and localization performance of YOLO to YOLOv2 for this application.
In this work, we considered augmentation of the training data by rotating images in 90 degree increments to simplify
the augmentation process. Rotation by other angles could allow for generation of a much larger training set. Since
CNNs require a large amount of training data to properly span the range of appearances in images, a larger training set
may allow for better performance.
Since streaks manifest in images as thin objects that may occur at any orientation in the image, future work will also
consider modification of the CNN architecture to consider rotated bounding boxes. If the bounding boxes are axis
aligned, there is significant background included in the bounding box, especially for streaks oriented near 45 degrees.
The inclusion of significant background in the ground truth introduces noise and uncertainty to the training data and
may be a source of the YOLO network’s difficulty detecting such streaks.
In this work, we chose a confidence threshold for YOLO of 0.15 for detection of streaks. The choice of a different
confidence threshold will allow us to trade off precision and recall performance. In future work, we will study this
tradeoff in detail.
Finally, an investigation of the YOLO network’s sensitivity to image SNR needs to be conducted. We will generate
synthetic streak images and vary the noise level to determine where the YOLO network begins to fail to detect the
streak.
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