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ABSTRACT

Building off of previously developed methods for grouping and classifying Event-based Vision Sensor (EVS) space
domain awareness (SDA) event data, we demonstrate the customization and application of Random Sample Consen-
sus (RANSAC) for grouping, and various machine learning (ML) model types including random forest, dense and
convolutional neural networks (DNNs/CNNs) for group classification. While previous methods have removed event
time information to apply classical two-dimensional image processing techniques, we retain the time information and
develop three-dimensional native techniques to exploit it in order to maximize noise rejection, event association, and
classification performance. We develop a methodology to allow off-the-shelf classifier models to use the 3-dimensional
event information. Additionally we create these methods to process streamed event data, instead of static batch data of
previous approaches. Finally, we generate synthetic data from a custom EVS simulator and evaluate the performance of
the combined clustering and classifying algorithms. In their most effective configuration, the models provide .9827 true
positive rate (TPR) and 0.9924 true negative rate (TNR) for satellite event grouping and classification on the validation
data sets. The development of these techniques represents a significant step-forward in processing native EVS data,
and demonstrates a leap forward in performance versus previous methods, moving EVS one step closer to operational
SDA use.

1. INTRODUCTION

EVS are a promising technology for SDA applications. These sensors have asynchronous pixels that only
record data when a logarithmic change in the pixel’s photocurrent passes a defined threshold ratio from a
previously stored value. The data generated is not contained in a traditional frame, but a time series list
with the address-event format

e=[t,x,y,pl

where ¢ is the time stamp of the recording, x and y are the pixel location in the frame, and p is the polar-
ity of the event to indicate if the recorded change was increase or decrease in current. This logarithmic
change response has high dynamic range and results in minimal data when observing a static scene. This
suits a use case with a reasonably uniform background, such as the night sky, to create sparse data sets
primarily resulting from motion of the star field and satellites relative to the observer. Sparse datasets will
profoundly impact SDA operations by enabling autonomy; less data reduces bandwidth requirements of
the system and relieves computation power and memory limitations of on-board processing. In addition to
data reduction, the lack of a traditional frame yields high temporal sensitivity for changes that occur within
the scene. For all paradigms of SDA sensing, higher temporal resolution assists capture of fast moving ob-
jects that would typically enter and exit the frame in a traditional exposure time which prevents deductions
about the satellite’s velocity. In addition to low data and high temporal sensitivity, the sensor also benefits
from lower energy consumption, ideal for limited power budget systems and latency [4].

With these benefits in mind, the SDA community began proof-of-concept demonstrations and character-
ization of commercial-off-the-shelf (COTS) hardware to assess their capability for low-light sensing and
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noise analysis [12, 17, 13, 6, 5], developing low-cost proof of concept systems [3, 19, 2]. Analyses pre-
sented in [3, 12, 19] describe results in the traditional frame format. While this is useful for comparison
with conventional imaging methods, analysis techniques in the native time series data format need further
investigation.

Traditional processing methods assume the use of image frames and not a time series list of information
that contains spatial and temporal data. While one could assemble traditional frames with event-based im-
agery, that process effectively removes one of the benefits of EVS data, its sparsity. There are not packaged
methods or accepted optimal solutions currently available to achieve effective and computationally efficient
algorithms. Previously, a classic multiple hypothesis tracker (MHT) proved probability-informed tracking
algorithms are effective tools on sparse event data [15]. In this work, we further the MHT framework
through online cluster development and evaluating hypotheses through machine learning techniques.

2. METHODOLOGY

We wish to take advantage of EVS’ opportunities to capture the high-resolution temporal information of
fast moving LEO satellites to conduct SDA identification and tracking tasks. Prior work demonstrates an
MHT structure can process events to both track and identify objects in the space environment [15]. The
event-based MHT framework has two primary steps: grouping events and classification of the groupings.

Each EVS event is a new piece of information that can contribute to understanding the scene being imaged.
However on its own, an event in 3 dimensional space does not have much meaning; each event in an SDA
context could belong to a satellite, star, or noise, and therefore has probability of being from any of these
sources. Despite this uncertainty, an event has a 3 dimensional location in time and space which allows
us to associate it with surrounding events. Through the act of grouping events, the information about the
possible source increases over time. This work expands on previously developed proximity-based grouping
to leverage a more effective Random Sample Consensus (RANSAC) algorithm. After grouping, the data
classification and tracking algorithm use is possible. In this work, we implement multiple ML methods to
evaluate the overall cluster and compare against previously derived Bayesian methods.

2.1 RANSAC Grouping

In an effort to increase grouping performance and potentially reduce runtime, we explore a custom use
of a Random Sample Consensus (RANSAC) algorithm outlined in Algorithm 1. RANSAC iteratively fits
a mathematical model to data containing outliers by randomly sub-sampling the data, fitting the model
to the sub-sample. Then it computes the number of inliers to the model fit based on a threshold and,
ultimately, selects the model with the most inliers [10]. When working with a small FOV relative to the sky,
the tracks of real signals closely approximate a line. For this reason, we use a linear mathematical model
for RANSAC to fit and the definition of the line is set through the selection of two events in the sample.
RANSAC requires customization in selecting the sub-sample of data and the inlier threshold. To decrease
the number of events considered for a line’s definition, we constrain the events we apply to the RANSAC
algorithm to a cuboid of events prior to the event of interest discussed in Section 3.1.1.

In addition to the use of the cuboid, we discover there is typically a slight gap between ON and OFF events
from a real source that first raises the current and then returns to the nominal background. Essentially,
negative events from a source are offset in time from the positive event leading edge. If we consider both
positive and negative events, the fit of the RANSAC line may be poor in the temporal dimension, making
future events less likely to be inliers to the model. Therefore, we customize RANSAC to consider an initial
fit of only positive events, and use a time-offset line with the same slope to fit negative events. Selecting
the time-offset is discussed in Section 3.1.1. While the initial linear fit selects positive events from the
cuboid, the quantity of inliers for each line are considered across the entirety of previous positive events.
This combination reduces the number of unique combinations for line selection, but ensures the final line
selection also best fits the previous data. Practically, some time cutoff of previous events will need to be
implemented for continuous online operations. However, for the ~ 20 — second data sets we utilize in this
work, we implement no cutoff. Finally, after the initial implementation we note that many events within the
sub-sampling cuboid correspond to the same source as we discuss in Section 3.1.1. Since RANSAC is not a
deterministic algorithm, the points fit are randomly selected. It is, therefore, not guaranteed to pick a line
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equivalent to the “best fit” line as defined by linear regression. For that reason, we make the first iteration of
the RANSAC algorithm a linear regression fit of all of the points in the cuboid, with subsequent iterations
executing the random N-point selection, to ensure that fit is always one of the lines being considered.

Algorithm 1 RANSAC Implementation

Require: Numberpyinssios elects NUmberiserasions, T hresholdiier, Cuboid
while Iteration Number < Numberierations 40
if Iteration Number = 1 then
Select all positive events in Cuboid as sub-sample to fit
else
Select Number pointsios clec: POSsitive events from Cuboid
end if
Compute line via least squares fit to selected events
Compute number of positive events in all dataset with distance < Thresholdiyjier to line
Residual posirive = Mean of inlier event distances to line
if Number of inliers > Best previous number positive inliers
or Number of inliers = Best number positive inliers and Residual,osisive < Previous best mean positive
residual then
Compute Negative Event Time offset
Offset line model by negative time offset
Determine which negative events in all dataset are inliers to the offset line
Residual,egarive = Mean of inlier event distances to line
if Number of inliers > Best previous number negative inliers
or Number of inliers = Best number negative inliers and Residual,egarive < Previous best mean nega-
tive residual then
Save line models as best fit found
Save number of positive and negative inliers and average residuals
end if
end if
Iteration Number = Iteration Number + 1
end while
return Best Line Models (positive and negative), Inliers

Algorithm 2 Compute Negative Event Time offset

Require: Sequenceeyenss, slope, intercept
Pixels,pique = number of unique pixels in S equenceeyens
Avgeventxperpixel = 1ength(5 equenceevenm) / PiXEIsunique
Timeof fset = slope * AVgeventsperpixel + intercept
return O - Timeof fset

We do not apply the full custom RANSAC algorithm on each event to reduce computational time. To
implement the overall online RANSAC-based grouping Algorithm 3, we trigger the following sequence
with each event: group cleanup, event attribution, group combination, and preliminary classification.

The first step is group cleanup. This removes existing groups that have too few events to fit a line, releasing
the associated events to be considered for future grouping. As for groups that have not been updated
recently, these can be groups of noise that have not picked up recent events or they can be legitimate signals
that are now out of frame. If a group times out, the group is archived so as not to be considered for future
event attribution and the events within the group are not considered for future groups.

In the next phase, we attribute the new event to a group. Like the proximity-based grouping algorithm, we
first try to attribute the event to an existing group instead of creating a new one. We identify the nearest
group and attribute the event to that group if its 3-dimensional distance is within the inlier threshold of the
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Algorithm 3 RANSAC-Based Grouper

Require: event, thresholdijicr

Remove groups with not enough events

Archive groups that have not been updated recently

Attributed = False

if event distance to nearest group < threshold;.- then
Associate event with group
Attributed = True

else if event is negative and event.time < max time of negative event association then
Associate event with group
Attributed = True

else

Attributed = Attempt Refit Of Nearest Group
end if
if Not Artributed then

Cuboid = Compute bounding cuboid around event
model o5, modelyeg, inliers = RANSAC implementation with Cuboid
end if
if event.time > time since last star group determination and line combination then
Combine Nearby Parallel Groups
Compute Star Groups
end if
for Updated Group in All Updated Groups do
if Updated Group is in Star Groups then
Classification of Updated Group = Star
else
Classification = Classifier predict class of Updated Group
end if
end for

group’s line. If the event is positive, it re-computes the least-squares line fit of the groups positive events,
and fits a new time-offset negative line as Algorithm 4 outlines.

Algorithm 4 Associate Event with Group

Require: event, group
Group Map(event) = group
if event.polarity is positive then
Group Slope = Compute line via least squares fit to positive events in group
Group Negative Slope = Re-compute negative event line via time offset from positive event line
end if

If the event is not close enough to an existing group line, we try to attribute the events in two different ways,
depending on the polarity of the event. Negative events tend to have a longer tail of associated events in
time due to the the logarithmic scale which creates a longer offset from the leading OFF event fit line to the
final OFF events in a group. Therefore, if the event is negative and fails to be attributed to the nearest group,
we check for previous positive events on the event’s pixel. If there is a positive event within a chosen time
interval, we attribute the negative event to the positive event’s group.

For unattributed positive events, the nearest group attempts to re-fit to a line that would make the new
event an inlier, as we document in Algorithm 5. We first check if the new event lies within a cone from
the most recent event in the group, where the (x,y) threshold distance scales over time. The time-scaling
distance threshold assists with catching events on inconsistent source signals, such as satellites with some
periodicity to their reflected light, weak sources impacted by atmospheric transmission, and sources with
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their spread of light not going directly over the center of a pixel. If the event is contained within the cone,
we run RANSAC only against the events in this group and the new event that is trying to associate. If
RANSAC returns a fit retaining greater than a quarter of the original events with lower residuals while also
fitting the new event, a new group is created by including the inlier points, disassociating outliers.

Algorithm 5 Attempt Refit of Nearest Group

Require: event, group, eventDistance FromGroup
Threshold = Calculate modified threshold based on time of last group update
if eventDistance FromGroup < Threshold then
residualsyy = Compute residuals of group
modelpe, inliers, residuals,e, = RANSAC Implementation group & new event
if inliers > 1/4 * # old inliers and residuals,.,, < residuals,;; then
Create new group with new inliers
Disassociate all events from old group
return Attributed = True
end if
end if
return Attributed = False

If the new event remains unattributed after these previous attempts, we call the RANSAC Algorithm 1.
These previous checks prevent the RANSAC algorithm from running unnecessarily if a group already exists
where the event could reasonably belong. Algorithm 6 selects the events within the cuboid bounds before
the current event. It returns a filtered list of events that are within a distance in x or y dimension of a
center point, the event, and within a certain amount of time prior to the event. Note that the RANSAC
implementation attempts to fit any line to all events within the cuboid, but it is not required to fit the new
event as an inlier. Events may switch from a previous group to the new line. We note any groups that
change as updated during the attribution phase for potential re-classification.

Algorithm 6 Compute Bounding Cuboid

Require: radius, timeDepth, center, S equenceyen;s
output = S eqUenceeyents where (evem‘.x > center.x - radius and event.x < center.x + radius and event.y > center.y
- radius and event.y < center.y + radius and event.time > center.time - timeDepth)
return output

After the attribution phase, we apply an algorithm to combine parallel groups (omitted for brevity), as well
as the method in Algorithm 7 periodically, at a fixed time interval to both combine lines and re-evaluate
star groups. The combination algorithm considers groupings that are within half of the inlier distance from
each other and within a set angular slope measurement across all axes (x, y, time). If groups meet both
these conditions, the algorithm combines them into a single group, corresponding to a potential source
with slight spatial deviation in time.

The second algorithm is the first step in the classification process. To reduce the number of classifier infer-
ences, we treat stars as fixed points in the barycentric coordinate system over short periods of time. The
movement of the sensor results in the star motion across the focal plane. Despite some distortion towards
the edges of the field of view, the resulting lines are fairly consistent in 3-dimensional space. Earlier event-
based tracking algorithms leverage this aspect in the data, but do not go so far as classification [1]. In our
implementation, we periodically identify likely stars by the median slope in the data via algorithm 7, and
only apply the main classifier to slopes deviating from this pattern.

After all the preceding steps to group the events, updated groups that are deemed not a star group are
evaluated by a classifier. We describe these classification methods in Section 2.2.
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Algorithm 7 Compute Star Groups

Require: percentile
Compute Median motion vector of all groups
Compute difference from each group’s motion vector to the median
Designate groups with difference < percentile of median as star groups

2.1.1 Measuring Grouping Performance

Before applying a classifier, we compare the RANSAC method against the previously developed proximity-
based grouping on the batch clustered data using the truth batch clustered data. We consider multiple
factors to evaluate grouping performance at both individual event and final group levels. At an event level,
there are 3 factors we consider to evaluate grouping performance. First, an event from a real source should
be grouped, while a noise event should not be. Secondly, if the event is grouped, it may be grouped with
a majority of events from the same truth source, noise, or other real source. Finally, if a noise event is part
of a group, it can belong to a real signal group or a group of majority noise events. At a group level, we
consider two factors that describe the performance. First, in the final groups, a one-to-one match with the
truth clustered data indicates if the method generates no duplicate groups or additional noise groups. In
addition, if any groups have a majority of noise events, then the grouping method produces one less group
with respect to the total number of the truth groups.

Given these considerations, we develop 10 metrics for grouping performance: 7 specific to individual events
and 3 to full groups. The 7 specific to individual events organizes each event into a category that captures
the aforementioned possible behaviors for events, these categories sum to the event total. Out of the 7 met-
rics capturing the event-level performance, the first 3 categories are for noise events: noise events grouped
with a majority real source event group, noise events grouped with a majority noise event group, and noise
events not grouped. The second 4 categories are for real source events: real events included in a correctly
identified real event group, real events included in an incorrectly identified real event group, real source
events included in a majority noise event group, and real source events not grouped.

The 3 full group metrics evaluate the number of erroneous groups the online grouping creates. Duplicate
group count totals the number of incidents where multiple formed groups map to a single label in the truth
data, including majority noise groups. The second metric is a subset of the first, totaling the duplicate
groups that are majority noise groups, which can be used to identify the number of real group duplicates
from the overall duplicate metric. The final metric totals the number of groups that consist of majority noise
events.

We take these measures of event grouping and form a metric to evaluate the percentage of events matching
the truth label of an event from a real source or noise. We call this group optimality, group,:.

r+n

)

8roupopt = eventy,
is the amount of events that are correctly grouped into the larger categories of real sources or noise divided
by the event total, event,,,. We determine the total correctly grouped events through the aforementioned
measures where r is the real event grouped with correct real event group category and n is the number
of noise events that are not grouped. While grouping noise is not ideal, it does present a classifier with
the opportunity to label the grouping as noise. In our implementation this is especially true because noise
groupings are likely to not match the slope of star groupings, and thus are evaluated by the classifier. To
account for this, we define a second group optimality metric

r+n+m
§roupopn = ——— @)

eventys
which adds the number of majority noise grouped events, m to the total events in the numerator of the
first optimality metric. Despite being grouped, the labels of these events are considered as correct after the
classification portion of the tracker (assuming a perfect classifier). Therefore, this metric captures overall
online algorithm performance assigning events between real sources and noise.
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2.2 Group Classification

The next step in the online tracking process, after grouping each event, is classifying the groups. Classifica-
tion takes the grouping of events further by leveraging the group’s information to infer what in the scene
should pass classification to be applied in eventual track estimation processes. We design the classification
to work in an online process that adds intricacies to the implementation. Not only do we explore the meth-
ods of classification, but we implement classifiers that operate on pixel and group level information. This
Section covers the intricacies of each type of classification process implemented.

Leveraging previous work labeling of the data [15], for purposes of being able to evaluate the efficacy of
our approach and being able to compare performance of multiple algorithmic approaches, we separate the
real datasets into training and validation subsets, with a 70:30 split.

2.3 Machine Learning

Our original tracking algorithm, using a Bayesian approach, evaluates conditional probabilities to reject
data from track generation. That method proves that the information contained in event polarity and tim-
ing distinguishes between sources and is, therefore, useful for intelligently filtering for satellite groups.
The performance of that initial implementation covered in Section 3.2.1 has room for improvement in the
sensitivity and specificity metrics. Therefore, we look for ways to improve the inferencing portion of the
tracking algorithm by classifying at the group level instead of pixel, and through application of machine
learning. To implement machine learning, we format the training data to present the right attributes. We
augment the data to account for the relative prevalence of star and noise data compared to satellite data.
Once prepared, we train a selection of OTS models to cover a wide range of possible options and assess
initial performance. Finally, initial performance in sensitivity and specificity prompts a retraining of the
models with data grouped with the RANSAC method.

2.3.1 Data Preparation

To format the data for inferencing, unlike the prior work’s Bayesian model, we do not identify specific at-
tributes for the machine learning models to use. Instead, we must prepare the data to remove the influence
of unimportant or incompatible attributes and divide the event groups into fixed sizes to limit the number
of models we train.

We have three main steps to precondition the event groups addressing the influence of the representation
of these events on classification. First, the actual location of the grouped events within the overall block of
data should not affect the classification of the group. Therefore, we remove the influence of particular x, y,
and ¢ values by retaining only the relative information of events within a group, subtracting the first event
time from all the events, and centering the events around the average x and y pixel location. Next, we scale
the new time by 1E-5 allowing the time features to be at approximately the same order of magnitude as
the x, y, and polarity. The last step of preconditioning modifies the events with negative polarity to have a
polarity value of -1 instead of the normal EVS-produced label of 0. Machine learning methods multiply by
this 0 value, effectively removing its influence as an input feature. Table 1 shows a 3-event grouping before
preconditioning, and Table 2 shows the same grouping after preconditioning.

Table 1: Example grouping before = Table 2: Example grouping precon- Table 3: Example event group-

preconditioning for classifier. ditioned for 3-event classifier. ing for 3-event CNN input.
Time (us) | X | Y Polarity Time (1=0.1s) | X | Y | Polarity Time Index | X | Y | Value
8007708 54 1149 | 0 0 1] -1 -1 0|33 -1
8013398 551150 | 1 0.0569 010 |1 1] 4] 4 1
8028147 56 | 151 | 1 0.20439 111 |1 2|1 5|5 1

In the machine learning models we apply, the models evaluate a fixed amount of information provided to
the classifier. Therefore, we train separate classifier models to classify group sizes of 5, 10, 20, 40, and 80
events. We do not classify groups with fewer than 5 events with the assumption that too little information
is available to accurately infer the class. For groups that contain a number of events not equal to the chosen
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group sizes, we apply a sliding window over the groups in their time order to provide all event possibilities
at a chosen group size. This diversifies the data combinations on which the machine learning models will
train. For groups of events smaller than a chosen model size, we try zero-padding to fill out the events in
the group up to the model size. Unfortunately, the zero-padding negatively affects the model performance
and, thus, we avoid further training with this method.

Our data preparation methods have implications on the implementation of the classifier models. Groups
evaluated by the classifiers online must go through the same preconditioning. Additionally, the classifier
only evaluates the most recent set of events up to the next model size. For example, given a group with
25 events, we apply a 20 event rolling window across the group and supply each to the 20 event model,
averaging the resulting classification results. If that group grows to 40 events and we reapply the classifier,
we now use a 40 event model. Finally, we train all models on a flattened version of the event-address
representation to define the input features. An event group of 20 events, for example, contains 80 pieces of
information: the preconditioned x and y location, time stamp, and polarity for each event.

While the aforementioned data preparation works for most of the classifiers we apply, we have slightly
different preparation requirements for a convolutional neural network (CNN). First, we only prepare a 20
event model for the CNN. Just like the other models, we apply a sliding event window on event groups
greater than 20 events. We prepare the 20 events 3-dimensionally by collapsing the time dimension into
indexed event numbers. Table 3 shows the same example event group in Table 2 after preparation for a
3-event by 9-pixel by 9-pixel CNN. It is important to note that unlike input for the other models, the only
value seen by the CNN is the polarity, where the time index, x, and y dictate the location of the polarity
values in the input feature space. All the indices must be positive integers, so we place the group centers on
(4,4) in the 9-pixel by 9-pixel dimension and the event indexing starts at 0. If the events exceed the 9-pixel
by 9-pixel dimension, we set the indexes above 8 or below 0 to 8 and 0 respectively.

2.3.2 Data Augmentation

One of the downsides of the empirical SDA data set we use to develop the classifiers in this work is the
heavy weighting of events towards noise and star data. All told, noise events are 50.1% and stars are 46.0%
of all events in the data set, whereas satellite events are only 2.6% of the events. At the group level, each
data set has 1 or 2 satellites compared to hundreds of stars in each. While it is accurate that satellite obser-
vations are more rare than stars in most SDA data sets, training the models with unmodified data creates
classifiers that will predict star labels a majority of the time. We fix this using augmentation with satellite
group variations. Additionally, we augment hot pixels due to their underrepresented group proportion at
2.5% of total groups. For satellite augmentation we apply two methods: first, rotating the group around 0,
0 incrementing by 7/2 radians to capture four orientations, second by slightly varying the timing of events
with a uniform distribution maximum variation of 5 ms, with 3 additional time-varied groups generated
for each rotated group. We additionally ensure events do not change order. This results in satellite groups
representing 32.6% of groups after augmentation. For hot pixels, twenty time variation groups are gener-
ated for each original group. Rotation is not applied due to hot pixel groups existing on a single pixel. This
augmentation results in hot pixel groups representing 24.3% of groups post-augmentation.

To augment the CNN classifier training data, we first apply 40 time augmentations to the hot pixels to
get 41 samples from each 20 event hot pixel group. For both satellites and stars we rotate the (x,y) values
about the center of the 9-pixel by 9-pixel spatial dimension. We rotate stars an angle of 7 and apply no time
modifications to the star data. In contrast, we choose 8 satellite orientations for the CNN, equally spaced
at /4 increments. We apply the time augmentation on the rotated satellite groups, 3 each, for a total of 32
groups for each 20 event satellite group.

2.3.3 Models Implemented
Now that we have appropriate preconditioned and augmented data to train machine learning algorithms,

we apply a variety of machine learning models to predict the class of the event groupings. We implement
a wide breadth of the models because it is not immediately obvious what style of classifier will perform
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Layer (type) Output Shape Param #

Model: "sequential™

input_1 (Inputlayer) [{None, 28, 9, 9, 1)] 2]
Layer (type) Output Shape Param # conv3d (Conv3D) (None, 19, 8, 8, 16) 144
dense (Dense) (None, 120) 9728 conv3d_1 (Conv3D) (MNone, 18, 7, 7, 16) 2064
dropout (Dropout) (None, 12@) -] max_pooling3d (MaxPooling3D (Mone, 9, 3, 3, 1&) 2]

)
dense_1 (Dense) (None, 128) 14528

dropout (Dropout) (Mone, 9, 3, 3, 16) ]
dropout 1 (Dropout) (None, 128) -]

flatten (Flatten) (Mone, 1296) ]
dense_2 (Dense) (Nene, 4) 484

dense (Dense) (None, 128) 166816
Total params: 24,724 dense_1 (Dense) (None, 4) 516

Trainable params: 24,724
Non-trainable params: @

Total params: 168,748
Trainable params: 168,748
MNon-trainable params: @

Fig. 1: TensorFlow Dense Neural Network Compo-

sition, 20 Event Model Summary Fig. 2: TensorFlow convolutional neural network
composition, 20 event model summary.

the best on the event-based data. Additionally, models require different levels of computational power.
Through their exploration, we foster an understanding of the resources needed to apply machine learning
classification on EVS SDA data sets and potential for space-based applications of EVS with these methods.
The classification models we apply include K-Nearest Neighbours (KNN), Gaussian Naive Bayes, Random
Forest with and without Extra Trees and Gradient Boosting, a Dense Neural Network, and Convolutional
Neural Network (CNN). We run each model with various parameters to optimize performance. For the
KNN model, we use 5 neighbors equally weighted. We use unlimited depth and 30 trees for the Random
Forest and Extra Trees. We also use 30 trees for the Gradient Boosting version of Random Forest. We keep
all other model settings default for Scikit Learn 1.2.2 [18].

After experimenting with the OTS models, we implement a Dense Feed-Forward Neural Network in Ten-
sorFlow 2.10 shown in Figure 1. It consists of an input layer, a dense node layer with 120 nodes with a
scaled exponential linear unit (SELU) activation function, a dropout layer dropping 50% of interconnec-
tions when training, a second 120 node SELU dense layer, another Dropout layer (50%), and a final 4 node
dense layer with the Soft Max activation function, corresponding to the 4 classes, which output a normal-
ized exponential [8]. The normalized exponential values represent the classifier confidence in each output
class. We choose SELU after a quick survey of available activation functions not included in this work.
We expect the slight performance improvement is a result of SELU’s small negative component for values
less than 0, which “damps the variance for negative net inputs and increases the variance for positive net
inputs”, inducing a self-normalizing property [9]. We train the Dense network with a batch size of 1024,
using the RMSprop [7] optimizer at an initial learning rate of 1e-3, with the loss function set to categorical
cross-entropy. We implement a scheduler to reduce the learning rate by an order of magnitude on plateau.

The final model we train is a CNN because the relative positioning at the x, y, and microsecond level
could better represent the true 3-dimensional relationship of the events than presenting them as features.
Despite these grandiose plans, we encountered a problem when attempting to create a CNN for evaluating
a grouping: the size of the requisite input feature space, and thereby the size of the model are extremely
large, with the vast majority of features being 0 for no event at a given pixel and microsecond. For example,
take a group that spans 7 seconds at the microsecond precision of the reported event times, if we preserve
the array size from the original dataset (640x480), the total number of input features is approximately 2.15
Trillion features, or 2.15 TB in memory assuming 8-bit input values.

An inspection of the centered datasets indicates that ~ 91.6% of the X and Y locations for a 20-event group
window are within +/- 4 pixels of 0. As we discuss in the preconditioning section, we change the input
array size to 9x9 pixels. This reduces the input features for a 7 second sample of a group to 567 million
features (567 MB). Unfortunately, this still proves relatively unusable when dealing with many groupings
when training. Therefore, we further reduce the feature space by changing the size of the time dimension
to the number of events. In this way, a 20 event group results in an input feature quantity of 20 events and a
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9-pixel by 9-pixel grid only requires 1620 Bytes. This concession to have tenable model sizes for consumer-
grade hardware reduces the information available to the classifier, as the time differences between events
are lost. Conveniently, switching defining the CNN groups by the number of events as opposed to a specific
length of time also aligns with the input feature space size of the other models.

Figure 2 shows the CNN implemented for the 20-event groupings. There are three main layers that we
implement inside the CNN. The first two layers are a 3-dimensional convolution which convolves the input
features along all three of its dimensions with a 2 by 2 by 2 grid. Therefore, the volume input into the next
layer reduces by 1 in each dimension. The next layer is a max pooling layer which further reduces the
volumetric components of the CNN array by retaining the maximum values in volumes of 2 by 2 by 2
without overlap in the feature map. Finally, the CNN flattens the volume of feature to feed into a dense
layer with 4 output nodes, similar to the structure of the last layer of the Dense network.

3. ANALYSIS

3.1 Grouping Methods Analysis

In order to compare effectiveness of the proximity and RANSAC groupers, we explore various parameters
for optimization. Taking the proximity-grouper from previous work [15], it has the following parame-
ters that define its deterministic performance: a 2-dimensional distance to filter the group hypotheses end
points, whether the noise filter is on or off, whether the pruning is on or off, and time bound in which neg-
ative events are attributed to the most recent positive event on their pixel. We conduct a parameter sweep
both with and without the noise filter and pruning enabled through a range of 2 to 7 pixels 2-dimensional
distances. Further details of these results can be found in [14]. Table 4 highlights our parameter selection to
use in all subsequent proximity-based grouping applications.

Table 4: Proximity-Based grouper final parameter selection.

Parameter Setting

Inlier Threshold 6

Noise Filter FALSE

Pruning TRUE

Negative Event Attribution Time | 10s

Classifier Model Dense Neural Net
Classifier Threshold 0.96

3.1.1 RANSAC Grouper Parameter Determination

When running the RANSAC grouper, there are several settings that govern its functionality. Like the
proximity-based grouping parameters, these parameters need re-evaluation for each use case. The min-
imum number of events for RANSAC Line Fit, group combination distance, and star group percentile pa-
rameters may require little or no modification for use in other scenarios. For different operating conditions,
tuning of the following may be required: size of the bounding cuboid, inlier threshold, scale of the tempo-
ral dimension, negative event line time offset, maximum time of negative event attribution, and RANSAC
iteration count. Here we discuss our RANSAC parameter selections to optimize grouping performance.

The first parameter we examine is the bounding cuboid. The cuboid in X, y, and temporal dimensions
determines which events the RANSAC method draws its random points from to form linear models to fit
the larger sample of previous events. A “good” cuboid should have a high likelihood of two events from
the same source in order to draw a line, contain few events to limit the number of unique lines, and should
contain events from the same source on a variety of pixels to estimate slope of the source.

Given these considerations, we inspect the training subset of truth data at each positive event belonging to
satellite and star groups at a variety of cuboid sizes, and record the total number of events in the cuboid,
percentage of those events belonging to the same source as the event being inspected, and the number
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of unique pixels in the cuboid that have events from that group. We only inspect positive events, as the
RANSAC grouper runs only against positive events. We try cuboid sizes with equal x and y dimensions
ranging between 1, where we only consider the pixel of the event, through 31. The values we explore are
always odd with the assumption the event is in the center pixel with an equal number of pixels on either
side of it. We range the temporal dimension between 0.5 and 18 seconds.

We construct an optimization function using these measurements to inform the cuboid parameter selection

I-H+a-9+L+g
opt = y) : 3)

where s is the proportion of cuboids with a single event, u is the number of unique pixels belonging to the
inspected group, n is the average number of events in the cuboid, and g is the proportion of events in the
cuboid that belong to the inspected group. Figure 3 displays the output of the function.

Cuboid Optimization Function
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Fig. 3: Cuboid optimization function visualization for all cuboid settings

The optimization function returns a maximum value at an XY of 11 pixels and a time of 18 seconds. Given
this is the longest time we analyze, the resulting cuboid catches the most events and, therefore, reduces
the proportion of cuboids formed with only a single event. Practically, as the total number of events in the
cuboids increases, the total RANSAC runtime also increases due to the many potential event combinations
for RANSAC. Additionally, with more combinations there is a decreased chance of selecting a useful event
pair. This is why we treat n in the optimality metric as 1/n! to reduce the n contribution to the optimization
function, trending towards 0 for larger event counts. Another consideration is that the amount of time con-
tained in the cuboid dictates a minimum desired history length of events to maintain the online grouping.
We aim to minimize this history in order to keep only the most recent and relevant information.

We then select two time dimension sizes and two XYs and compare their optimality 1 in the online grouper.
We examine time values of 5 and 12 seconds and XYs of 5 and 9. For both the x and y sizes at t = 125, the
optimality is ~ 0.947. At t=>5s, XY =9 exhibits optimality 0.945, while XY = 5 has optimality 0.946, only a
0.132% improvement. These results demonstrate that the grouper performance does not vary significantly
over the sampled region, and shows slightly better performance at x and y dimension of 5 pixels and prefers
the larger time dimension. Given the considerations above regarding preference for limiting the size of the
time dimension, subsequent runs of the RANSAC grouper use a cuboid with x and y dimension of 5 pixels
and a time dimension of 5 seconds.

In the initial cuboid analysis, we do not discriminate between satellite and star sources; we also conduct
this analysis on satellite sources due to their under-representation when compared to stars. The satellite-
only analysis shows a nearly identical set of Figures to the results from inspecting both classes, exhibiting
0.000761 mean difference and a standard deviation of 0.007551. Given this, we conclude the cuboid volume
selected through examination of both star and satellite groups is sufficient for satellite groups alone.
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The next parameters we discuss are the inlier threshold to the linear models and the time axis scale. The
inlier threshold is the maximum distance off a RANSAC line for an event to belong to the line. We apply
a method to adjust the time axis into an order of magnitude where the pixel radius catches associated
events in the temporal dimension. The time values in the dataset are in units of microseconds, unaltered,
1 pixel distance is equivalent to 1 microsecond. Using this scale, if an event is 4 microseconds away or
4 pixels away the algorithm treats it as the same distance. To determine which temporal scale value best
complements different RANSAC inlier distances, we measuring optimality 1 with varying inlier thresholds
and time scales, shown in Table 5.

The group optimality shows a heavy dependence on the inlier threshold and limited correlation with the
time scale above 1E-7, with the grouping method performing best at an inlier threshold of 4 and time scale of
1E-4. At time scale 1E-7, the events are compressed to 10 seconds in 1 pixel distance, resulting in significant
missattribution. Given the limited sensitivity of the optimality to the time scale near the optimum value,
the need to keep event times scaled as closely to their correct scale, and the desire to train the classifiers
with time scale set to 1E-5 as discussed previously, we select 1E-5 as the time scale with an inlier threshold
of 4 pixels for subsequent runs of the RANSAC grouper.

Table 5: RANSAC grouper inlier threshold and timescale vs. optimality 1. Blue indicates high optimality

Inlier Thresh/Time Scale | 1.00E-02 | 1.00E-03 | 1.00E-04 | 1.00E-05 | 1.00E-06 | 1.00E-07
2 0.925422 | 0.922585 | 0.924368 | 0.926201 | 0.933137 | 0.929541
3 0.939892 | 0.940425 | 0.941209 | 0.941107 | 0.942294 | 0.902626
4 0.943165 | 0.902626
5 0.94345 | 0.943377 | 0.944039 | 0.943974 | 0.938239 | 0.78418

6 0.93821 | 0.938188 | 0.938797 | 0.938507 | 0.925922 | 0.709212

In order to choose values for the negative event line time offset, we inspect the training data sets” star
and satellite groups. For each pixel in these groups, we count the total number of positive events and the
time difference between the average time of positive events and that of the negative events on the pixel
to determine the time offset between the event lines. We organize the time offsets into bins unique to the
number of positive events on that pixel. Figure 4 displays the mean and first standard deviation of the time
offsets for each number of positive events bin. We use the the linear fit parameters of slope, m = 0.1098, and
intercept, b = 1.614, for setting the negative event line time offset for the RANSAC grouper.

Average OFF Event Trail Time from Mean ON Time Average First and Last OFF Event Time from Last ON Event
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Fig. 4: Negative event time difference from mean
positive event time vs number of positive events on
a pixel with bars showing 1 standard deviation

Fig. 5: Time to the first and last negative events on
pixel from the last positive event within the same
group vs the number of positive events on a pixel.

We also need to choose the time from the last positive event on each pixel threshold parameter that captures
the furthest trailing OFF events if they are not inside the inlier threshold of the OFF line. To choose this
parameter, we examine the time from the last positive event on each pixel to the time of the first and last
negative event on that pixel associated with the same group label, plotted with 1 standard deviation in
Figure 5. This shows that the mean time from last positive to first negative decreases as the signal strength,
the number of positive events on the pixel, grows. This phenomenon corresponds well with the application
of a low-pass filter and logarithmic comparison in the EVS circuitry. In order to capture all events belonging
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to a source in these data sets, we choose a time threshold of 10 seconds from last positive event for the
RANSAC grouper which covers two standard deviations for the worst cases in the data. We can be liberal
with this threshold due to the relative lack of noise within the data sets. Noisier data sets require a tighter
threshold to reject OFF noise events from real groups.

To tune the star pre-classifier, we next compare the star and “not a star” class labels against the validation
set. Figure 6 captures both the star TPR and the satellite FPR versus percentile. Starting with the star TPR,
the figure shows a near linear increase in TPR with threshold, breaking the linear trend in the 90-100th
percentiles. This matches the behavior expected of the TPR as the pre-classifier accepts more star groups
and labels them as stars. The Figure shows an anticipated increase in FPR misclassifying satellites at the
98th percentile. While the FPR is quite low even at the 98th percentile, we avoid rejection of the minimal
satellite events in the data sets through selection of a smaller percentile. Specifically, we select the 95th
percentile to balance the star TPR rate and leverage the minimal satellite FPR.

Star TPR and Satellite FPR vs. Star Group Percentile

ro—s

—— Star TPR
0.8 1 Satellite FPR
95th Percentile

20 40 60 80 100
Percentile

Fig. 6: Star TPR and satellite FPR vs. star group percentile.

We now examine the RANSAC iteration count to minimize runtime but ensure consistent line selection
performance due to RANSAC’s non-deterministic behavior. Our initial versions of RANSAC use a high
number of iterations, N > 500. To determine the appropriate iteration count, we examine the group op-
timality metrics at different RANSAC iteration count values, looking for optimality consistency. We start
with the iteration count of 5, conduct 3 runs of the RANSAC grouper, and double the count until the group-
ing results appear mostly deterministic on subsequent RANSAC runs of the validation data sets. 5 and 10
iterations result in somewhat significant variation on the order of 1E-4, while 20 iterations produces an out-
put with the same optimality to 1E-4 precision. Given the consistency of the 20 iteration result, we use 20
iterations for the RANSAC grouper for all subsequent applications.

Table 6 displays a summary of the final RANSAC parameters we select. With these settings, the RANSAC
Grouper produces groupings on the validation set with values of 94.5% for optimality 1 and 96.2% for
optimality 2. Of the 5.5% of the improperly grouped events from optimality 1, 30.9% are noise in majority
noise groups which may be caught by the classifier.

Table 6: RANSAC grouper chosen parameters.

Parameter Setting

Cuboid XY Size 5x5
Cuboid Time Size 5s
Inlier Threshold 4
Time Scale 1.00E-05
Negative Line Time Offset y =0.1098 * x + 1.614
Negative Event Max Time of Association 10s
Star Group Percentile 95
RANSAC Iterations 20
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3.1.2 Grouping Methods Comparison

Now that we have selected grouper parameters, we compare their performance with optimalities and event-
level metrics in Table 7. The RANSAC grouper achieves best results with grouping optimality 1 with a
value of 94.5%. The proximity-based grouper with pruning exhibits an optimality 1 value of 91% and with-
out pruning a value of 73.4%. The optimality 2 metric, which adds noise grouped with majority noise
events, shows that the proximity-based grouper without pruning performs best if we accept the risk of us-
ing the classifier to reject the majority noise groups. Starting with real events, the RANSAC-based grouper
outperforms the proximity-based grouper (with pruning) by capturing 95.4% of the real events in the cor-
rect group as opposed to only 91.1%. The RANSAC-based grouper separates these real events from those
grouped with the wrong group, majority noise groups, and those not grouped at all and outperforms the
proximity-based grouper by reducing the sheer number of real events incorrectly grouped. In particular,
the real events not in any group drops from 8.2% to 4.1% of the real events by switching from the proximity
to RANSAC grouper. Overall, these metrics support our general conclusion of the RANSAC-based grouper
being an improvement on the original proximity-based one.

Table 7: Proximity-based and RANSAC-based grouper comparison.

Metric Proximity Count Proximity No- | RANSAC Count
Prune Count
Optimality 1 91.0% 73.4% 94.5%
Optimality 2 93.0% 98.9% 96.2%
Real event with correct group 394193 429912 413012
Real event with wrong group 3336 2517 2098
Real event in majority noise group 66 502 43
Real event labeled as noise 35336 0 17778
Noise event in real group 2356 3608 2139
Noise event not grouped 138292 0 139977
Noise event in majority noise group 11886 148926 10418
Duplicate groups 5172 66599 983
Duplicate groups that are noise 4475 65012 950
Majority Noise Groups 4550 65087 813

As for noise event metrics, the RANSAC-based and proximity-based groupers perform on par with one
another; The groupers do not group 91.8% and 90.7% of noise events respectively. The proximity-based
grouper makes up for its lower noise rejection by capturing 7.8% of the noise events in majority noise groups
as opposed to the 6.8% of the RANSAC-based grouper. Assuming these majority noise event groups will
be rejected by a properly designed classifier leaves the two groupers with nearly identical 1.4% and 1.5%
of noise events incorrectly applied to real groups for the RANSAC-based and proximity-based groupers
respectively. While these metrics are nearly identical, the proximity-based grouping is more risky because
it relies more heavily on the classifier rejection of noise due to the number of majority noise groups.

Finally, we examine the duplicate groups of both methods. By subtracting the number of duplicate groups
that map to noise from the total duplicate groups, we highlight the number of real event duplicate groups
that share the same truth data label. The RANSAC grouper only produces 33 of these real duplicates while
the proximity grouper produces 697. This difference may be due to events that are associated with a group
that lie just outside of the 2-dimensional threshold of the proximity-based grouper. These events, not being
within range of a pixel of the appropriate group, start a duplicate hypothesis group. We do not have formal
processes in the proximity-based grouper to merge duplicate groups, so this issue compounds over time.
In future iterations of the proximity-based grouper, merging groups should be taken into consideration.

3.2 Classifier Comparison and Tuning

After grouping the events, we use the collective event information of the groups to infer if the groups belong
to either the satellite, star, noise, or hot pixel classes. While the groupers apply some preliminary classifi-
cation, rejecting noise from the groups and the star group pre-classifier for the RANSAC-based grouping
method, the remaining portion of the data rejection prior to the event utilization in state estimation or track
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development occurs in the classifier portion of the tracking algorithms. Previous research in pixel-level
methods proves point source classification through a Bayesian method, the performance motivates our
research towards group-level classification.

Simultaneous to the pivot to the group-level classifications, we consider machine learning methods to re-
place our Bayesian method. Section 3.2.2 covers the models’ performance on batch and online validation
data sets prior to tuning the hypothesis test thresholds to accept the satellite class designation. From this
analysis, we downselect to a few models to tune. That section also describes tuning of these thresholds
for each grouper and downselected classifier combination. After tuning, we consider the number of events
and time to convergence within each data set in Section 3.3 as well as the overall performance results of the
online grouper and classifier combinations in Section 3.4.

3.2.1 Preliminary Pixel-Level Classifier

We make improvements to the proximity-based grouper developed in previous work [16] alongside the
RANSAC grouper development, we re-run the pixel-level classifier performance metrics without the noise
filter to evaluate against the group-level performance and present the confusion matrix in Table 8. The
satellite TPR of 0.476 remains relatively similar to the original TPR prior to the grouper improvements.
The TNR of the original, 0.901, improves to 0.959. Therefore, with implementation of the proximity-based
grouper, the rejection of non-satellite pixels improves without the additional noise filter. Given the TNR
is not 1, there are still non-satellite pixels that make it through the data rejection and can, subsequently,
form tracks. In particular, of the events the classifier predicts to be satellites, 64.8% of them are not real
satellite events as labeled in the batch truth data set. The noise pixels contribute 75.9% of the incorrect
satellite predictions. This guarantees pixels pass through the classifier, but does not guarantee generation
of incorrect satellite tracks since a track only results if two pixels in the same group pass the classifier.
However, it is probable given the high percentage of non-satellite events passing the threshold. While it is
concerning that the non-satellite events outweigh the real satellite events, this disparity is partially due to
the relative proportion of satellite events in the validation data set. This indicates that an acceptable TNR
needs to be upwards of 0.99 to ensure that real satellites are the predominant prediction after the classifier.

Table 8: Pixel-wise Bayesian classifier online with proximity grouper confusion matrix

Predict Hot Pix | Pred Noise | Pred Star | Pred Sat

Actual Hot Pix | 0 5242 13601 558
Actual Noise 0 123108 12128 17298
Actual Star 0 30609 351974 4929
Actual Sat 0 6191 7435 12392

3.2.2 Initial Classifier Results and Tuning

The preliminary proximity-based classifier show that pixel-level hypothesis testing has a better than ran-
dom chance of identifying a satellite track. However, the performance of the proximity-based grouper and
pixel-level Bayesian classifier in its current form both accepts a large number of non-satellite events and
rejects a large portion of satellite events. In order to improve performance, we investigate alternatives for
group-level classification with both the Bayesian classifier where pixels vote on the overall classification
and a set of machine learning classifier models that we discuss in Section 2.3.3.

To downselect which models we use and tune, we compare the classifier output using the offline validation
data after training. We use the offline data to remove the influence of the grouping methods. We run
these models with parameters presented in Section 2.3.3. Table 9 details the accuracy of each classifier. The
Random Forest and Dense Network models are the most accurate models. Since we consider the proper
classification of star events and satellite events the most important of the 4 classes, we also inspect the star
and satellite TPR and TNR of each classifier. Principally, all the group-level models have better satellite
TPR performance and all but one model, Gaussian Naive Bayes, have better star TPR performance than
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the initial algorithm pixel-wise Bayesian. This is a promising indication that group-level classification will
outperform the pixel-level classification in an online format. In addition, the original pixel-level algorithm
highlights the importance of maximizing the satellite TNR because of the limited number of satellite events
with respect to the validation set as a whole. To avoid more events from other non-satellite sources, the
TNR metric should be greater than 0.99. Only Random Forest, Extra Trees, and the Dense Network achieve
this metric. Extra Trees, however, has one of the poorest satellite TPR and star TNRs of the models we train.

Table 9: ML model all-class accuracy, TPR and TNR for stars and satellites based on offline validation data

Model Accuracy | Star TPR Sat TPR | Star TNR Sat TNR
KNN 0.9672 0.96173 0.93700 | 0.97499 0.98393
Gaussian NB 0.9142 0.85800 0.87008 | 0.95149 0.93451
Random Forest 0.9878 0.98108 0.98016 | 0.99305 0.99200
Extra Trees 0.9119 0.98081 0.76108 | 0.91053 0.99193
Gradient Boosting | 0.9639 0.92277 0.96291 | 0.98410 0.96504

Dense Network  [HOI950N
CNN ‘ 0.9465 0.97562 0.98092 0.98339 0.98643

Given this analysis, we select only the Random Forest and Dense Neural Network to tune and subsequently
compare against the group-wise Bayesian classifier. After this selection, we adjust Random Forest’s number
of trees to 100 as additional experimentation reveals that 100 trees with no depth limit provides better results
than the 30 tree model, increasing accuracy by ~ 0.1%. Despite not being selected, the KNN, Gradient
Boosting, and CNN models are candidates for future development and tuning efforts due to their varied
levels of computational complexity and demonstrated performance potential in other works. The CNN
classifier suffers from the reduction of the time information stored in event indices. We intend to conduct
more research to restore the time information and reduce model sizes. If we can redesign the model fitting
these qualities, the CNN may perform on the level achieved with the Random Forest or Dense Network.

We now integrate the chosen dense and random forest models with the online RANSAC-grouper to com-
pare their performance as they classify groups of events during online grouping. As part of the integration,
we train additional models to classify groups of 5, 10, 20, 40, and 80 events to take advantage of various
group sizes in conjunction with the rolling-window technique as we describe in Section 2.3.1. We run these
new models with the offline batch data to help anticipate performance at different stages of the online algo-
rithm. The results show the Random Forest model achieves 0.9838 TPR for 5 event groups, which increases
with event quantity to 0.9989 TPR for 80 event groups. Similarly, the Dense Network achieves 0.9641 TPR
with the 5 event groups, rising to 0.9998 for 80 event groups.

Table 10: Selected classifier performance metrics on online with RANSAC grouper with threshold = 0.8.

Accuracy | Star TPR | Sat TPR | Star TNR | Sat TNR
Random Forest 0.945703 | 0.968912 | 0.969214 | 0.961234 | 0.999589
Dense Neural Net | 0.944559 | 0.968829 | 0.971635 | 0.961637 | 0.999389

After the offline model size assessment informs our online implementation, we run the classifiers with the
online RANSAC grouper and an initial threshold of 0.8 with Table 10 showing the accuracy, and TPR & TNR
metrics of the satellite and star classes. Starting with the online star TPR, this metric aligns with the star
TPR output in the parameter selection. However, the accuracy in the offline validation data for both models
decreases slightly; We suspect that this stems from the imperfect grouping performance. Therefore, we
retrain the models using labeled groups created by the RANSAC grouper. To create this alternative training
data set, we take output groups of the RANSAC grouper and label the groups with the true class from the
original dataset through majority/mode group event consensus. This training increases the accuracy by
~ 0.1 -0.2%, Sat TPR by =~ 0.4%, and Sat TNR remains relatively unchanged. While this improvement is
marginal compared to the decrease in performance from running the models online, we continue to use
the RANSAC group trained machine learning models through the rest of this work. Additionally, we take
the same approach with retraining on output from the proximity grouper, but see nearly identical results
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Fig. 7: Proximity-based grouper with a Bayesian clas- Fig. 8: RANSAC-based grouper with a Dense Neural
sifier ROC curve. Network classifier ROC curve.

to the RANSAC trained models, resulting in our choice to proceed only with the RANSAC trained models.
We expect that the performance disparity offline vs. online is a result of evaluating the event windows
independently in the batch data versus using the sliding window technique online.

To further increase performance and tune specifically to improve satellite classification, we generate Re-
ceiver Operating Characteristic (ROC) curves by running both online grouping methods with the down-
selected models on the validation data sets, examining satellite prediction performance [11]. Figure 7 shows
this curve for the proximity grouper with Bayesian classifier, the baseline modified from previous work
[15]. We select 0.32 as the threshold for this combination. Figure 8 shows the ROC curve for the RANSAC
grouper with dense neural network classifier, demonstrating significantly more area under the curve. For
this combination, we select a threshold of 0.8 to maximize performance. These plots were generated for
each combination of grouper and classifier, in lieu of providing them all, we present our final threshold de-
terminations for each of the 6 combinations in Table 11. This summary highlights the importance of tuning
the models for any grouping method because the information reaching the classifier will change as a result.

Table 11: Chosen Classifier Thresholds from ROC Analyses

Grouper / Model | Bayesian | Random Forest | Dense Network
RANSAC 0.32 0.99 0.8
Proximity 0.32 0.76 0.96

3.3 Classifier Timing Analysis

Using these optimized grouping methods and classifiers, we now explore their online performance exam-
ining the relationship between the number of events and the data set time duration against the satellite
classification performance. By understanding how much information the classifiers require to make better
predictions, we can potentially reduce the algorithmic complexity by only considering event groups with
sufficient information. With this, we can build an argument to discard groupings that fall below an event
or time threshold. Inspecting groupings that have a satellite truth label in the validation set, we record
the classification history and time of the groupings each time the classifier evaluates the grouping online.
It is important to note, for the RANSAC-grouper, the star group pre-classifier also evaluates the satellite
groups. We then work with the classification history and time output and iterate through each event in the
grouping, comparing times of the event versus the predicted class of the grouping. With this technique, we
establish both a quantitative and temporal relationship with the grouping’s classification and its events.

For the accuracy versus event count, since not all satellite groups are the same length, we conduct a roll-up
method for groupings that have fewer events than the largest grouping; we average the smaller groupings’
classification accuracy at their final classification into the larger event counts. The final accuracy value for
the event count should thereby converge to the overall group TPR value of the satellite class’ predictions.

For the timing analysis, we do not conduct a similar roll-up. Instead, we inspect the accuracy averaged only
over groups that exist with at least that duration to establish a relationship between a group’s longevity and
the accuracy of the class prediction. We bin events every 0.1 seconds over the course of the group’s duration,
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setting the first event time to 0 seconds. Due to not applying a roll-up methodology on the timing analysis,
the results between the event count and timing analyses are not directly comparable.

In general, group accuracies increase as the event count and time increases and the classifier has more in-
formation available, except in the case of the Bayesian classifier which exhibits a slight decrease in accuracy
beyond 100 events and 10 seconds. The fastest accuracy versus event and time, within the grouper and
classification combinations, is the Random Forest with a proximity-based grouper combination. However,
the Dense Network with a RANSAC-based grouper yields final higher accuracy in the satellite classifica-
tion. Tables and 13 summarize the number of events required and the duration required, respectively, to
exceed the 80% and 90% accuracies. Based on this analysis, we conclude that accuracy performance settles
at about 40 events or 2 seconds. Therefore, we recommend these inform the minimal time window and
event retention to provide useful classification for fully online algorithms.

Table 12: All Classifier-Grouper Combos, Event #
vs. Accuracy Exceeding 80 and 90%

Table 13: All Classifier-Grouper Combos, Group
Time vs. Accuracy Exceeding 80 and 90%

Model >=0.8 | >=0.9 Model >=0.8 | >=0.9
Bayesian RANSAC NA NA Bayesian RANSAC 22.1s | 22.1s
Bayesian Prox NA NA Bayesian Prox NA NA
Random Forest RANSAC | 39 NA Random Forest RANSAC | 1.4s 2.1s
Random Forest Prox 11 29 Random Forest Prox 0.7s 20.6s
Dense Net RANSAC 19 99 Dense Net RANSAC 1.5s 1.7s
Dense Net Prox 76 NA Dense Net Prox 1.9s 20.8s

3.4 Online Classifier Results

We now compare the final classifier results when combined with the online groupers. Table 14 summarizes
the Satellite TP, TN, FP, FN, TPR and TNR for all combinations of grouper and classifiers, with Table 15
capturing star TPR and TNR. The Random Forest classifier with the proximity-based grouper achieves
the highest satellite TPR of 98.17%. However, this combination exhibits a relatively low TNR, at 99.24%,
resulting in a significant number of satellite false positives. The lower TNR performance compared to the
Random Forest model RANSAC grouper combo may result from the lack of star group pre-classifier. We
attribute the overwhelming success of the RANSAC-based grouper, at least partially, to the inclusion of the
star pre-classifier. With additional work, it could be added to the proximity-based grouper in the future.

Table 14: Final Classification Raw Satellite-related Event Numbers, TPR, and TNR

Satellite RANSAC w/Star Filter Proximity

Model TP (TPR) TN (TNR) FP | FEN | TP (TPR) TN (TNR) FP FN
Bayesian 19445 (0.7474) | 557765 (0.9970) | 1682 | 6573 [F9151(0:3517) " |"5336781(0:9539)" 725769 " 16867
Random Forest | 25207 (0.9688) 555186 (0.9924) | 4261 H
Dense Network | 25399 (0.9762) 619 | 24759 (0.9516) | 558723 (0.9988) | 724 1259

The Dense Neural Network with the RANSAC-based Grouper achieves the next highest TPR. Overall, this
combination yields the highest performance of both detecting satellites and rejecting non-satellite group-
ings. The Dense Neural Network also performs well with the proximity-based grouper. The proximity-
based grouper version has a slightly lower TPR and TNR. However, the TNR is the highest of all the
proximity-based classifiers and it is sufficiently high such that this data rejection combination could be
useful to provide events reasonably sanitized of other classes to any subsequent processing.

Next, we consider the Random Forest model with a RANSAC-based grouper. This model has very similar
performance to the Dense Network with a RANSAC-based grouper combination. The Random Forest only
has a slightly higher TNR but lower TPR. Therefore, this combination may also be useful in future applica-
tions. In fact, it may be preferable due to the run-time speed of the Random Forest, which is observed to
run more quickly than the Dense Network for inference. Unlike the Dense Network, its proximity-based
counterpart does not maintain the competitive TNR. The proximity-based TNR requires improvement prior
to blending or switching between the two classifiers for changing observer motion.
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The last classifier, the Bayesian, generally underperforms with lower TPRs and TNRs when compared to
the machine learning classifiers. The only Bayesian classifier result that is remotely adequate occurs with
the RANSAC Grouper; The classifier and grouper combination produces a reasonably high satellite TNR
of 99.7%, so it maintains the ability to reject the majority of non-satellite events from the satellite class.
Considering the same classifier with the proximity-based method drops to a TNR of 95.7%, the adequate
performance likely relies on the success of the star group pre-classifier. Despite the reasonable TNR, it has
a lower TPR than the other classifiers. This TPR is an improvement over the pixel-level Bayesian classifier
implementation we report in Section 3.2.1 which validates the pivot to evaluating group-level probabilities.
However, the group-level proximity-based grouper implementation has both lower TPR and TNR than the
pixel-level implementation particularly for longer duration groups.

The machine learning models demonstrate higher classification performance is possible than what the
Bayesian achieves. We suspect with tweaks to the Bayesian implementation, using methods we apply
during development of the machine learning models, its performance could improve. Through this analy-
sis, we amass the following adjustments to further investigate. First, we recommend balancing out the star
versus satellite information through augmentation to mimic the successful training of the machine learning
models. The machine learning models also benefit from training on data subjected to the same grouping
method we use during the online classification. We can implement this same process to build the probabil-
ity tables based on group attributes of the same style. Additionally, we recommend augmenting the training
data with synthetically generated data sets to better develop the probability tables. Converting the tables
to continuous probability density functions may also improve resiliency to attributes not in the training
set. Next, we propose moving away from pixel-level voting and, instead, only evaluating the group-level
attributes. Finally, we suggest limiting evaluation to a rolling window of events at the group-level to po-
tentially prevent the decrease in performance with longer duration groups. Fundamentally, there are more
adjustments to try on the Bayesian classifier to attempt to improve its performance.

Looking beyond the satellite TPR and TNR values, we present the final classifier Star TPR and TNR in Table
15. These metrics indicate that classifiers paired with the RANSAC grouper perform better at identifying
stars than the proximity grouper, likely due to the star pre-classifier which achieves an average of 96.89%
TPR for star groupings. These TPRs are slightly lower than in Section 3.1.1 where we choose the star group
percentile. This phenomenon is due to groups that fall out of the filter and are re-evaluated by the classifier.

Table 15: Final Classifier Star TPR & TNR. Blue indicates better relative performance.

Star RANSAC w/Star Filter Proximity
Model TPR TNR
Bayesian 0.9100 | 0.8168
Random Forest 0.9229 | 0.9230
Dense Network 0.9233 | 0.8836

Overall, we discover that only the current proximity-based grouper with Bayesian classifier combination is
not useful for identifying satellites. Based on satellite TPR and TNR metrics, we conclude that the RANSAC
Grouper with dense neural network is most effective, followed by RANSAC-Random Forest, then Proxim-
ity with the Dense Network and Random Forest, and finally RANSAC with the Bayesian classifier.

4. CONCLUSIONS

By exploring various grouping and classification methods to accomplish the data rejection step of our over-
all online tracking algorithm concept, we prove that reasonable filtering to mostly satellite events is possible
with features within the address event representation of event data for point source objects. Through the
development process, we create grouping methods that attain a maximum of 94.5% group agreement with
the truth labeled clustered data. Then we create and tune classifiers that achieve a maximum 97.6% TPR
and 99.9% TNR for the satellite class during online classifying on the validation data set. While the max-
imum performance we achieve classifying stars is slightly lower at a 96.7% TPR and 96.5% TNR, the star
group pre-classifier proves to be a pivotal component in isolation of the satellite events. Overall, the data
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rejection we achieve on the validation data sets through development of these grouping and classifying
methods promises reliable satellite information feeding into subsequent portions of a tracking algorithm.
This success suggests that EVS are well suited to augment future SDA operations.

4.1 Grouping Methods

The RANSAC-based and proximity-based groupers demonstrate online grouping of the event-based data,
attributing > 90% of the validation data correctly. While both methods reject a similar number of noise
events, the proximity grouper relies more on grouping noise into majority noise groups, which relies more
on the classifier to reject these groups. Another issue with the proximity grouper is the tendency to produce
duplicate groups that map back to the same real group. This identifies a lack of a merging process within
the proximity-based grouper (which the RANSAC-based grouper contains), an area for future evolution.

While the RANSAC grouper outperforms the proximity-based grouper in nearly every metric, we identify
several reasons to iterate on the proximity-based grouper. The current data sets have only been on staring
data where the EVS points at one azimuth and elevation during a collection and the induced motion in the
frame is from the rotation of the Earth. We expect the complexity of motion from a space-based observer to
induce non-linear motion of the star field through the frame. RANSAC’s strength is in the consistent linear
motion through the frame. If the motion changes direction, the RANSAC group lines will no longer help
associate the new events. We anticipate some creative algorithms to capture the change in the linear motion
that may require elements of the proximity-based grouping method to work around these challenges.

The next thing to consider is the algorithmic complexity. The RANSAC-grouper requires many parameters
as opposed to the 4 parameters of the proximity-based grouping method. While some of these parameters
may be resilient to different sensing scenarios, many may require tuning for each use case, particularly
space-based sensing due to different slew rates. We suggest further exploration of the parameter require-
ments of different data sets, relying on the generation of synthetic data for space-based applications through
a simulation framework. Parameter settings may be scheduled for particular EVS collection situations such
as satellite bus motion. Ideally, future models will capture the parameter settings to make the grouping
algorithms more usable by any operational use case.

4.2 Grouping Classification

Using prior work’s Bayesian classifier as a basis, we focus on development of Dense Neural Network and
Random Forest machine learning models to compare against the Bayesian classifier with group-level evalu-
ation through pixel voting. Comparing performance across these classifiers and with both groupers, we find
the Dense Neural Network and Random Forest models achieve better results in identifying satellites when
paired with the RANSAC-based grouper, demonstrating that they are able to differentiate satellite group-
ings to inform updating tracks. The same classifiers are also useful for this purpose when we use them with
the proximity-based grouper, but do not achieve the same TPR and TNR. Additionally, we discover that the
Bayesian group-level model is able to perform sufficiently well with the RANSAC grouper that it could be
useful to inform satellite track updates, but falls short of the TPR performance of the other models. We find
that pairing the Bayesian with the proximity-based grouper exhibits too low a TPR and TNR to be useful in
identifying satellites, but identify several future avenues for improvement for the Bayesian.

One major success in the grouper and classifier combination for data rejection is for specifically identifying
stars. The RANSAC grouper’s star group pre-classifier appears to have a significant positive impact to
the star TPR across all classifiers. Overall, we find all of the RANSAC grouper classifier pairings and the
proximity-based group with the Random Forest classifier perform well enough to pick out stars to inform
downstream decisions. Since consistent removal of the star data assists in limiting the events that identify
as satellites to primarily true satellite events, we recommend continued use of a star group pre-classifier
method to aid filtering to true satellite events for subsequent processing. This consistent identification
through a geometric process will also aid future star trackers leveraging the event data.

Overall, the classifier performance is promising for our intended application. With the proper training and
tuning, the combination of the grouping and classification methods successfully identifies non-resolved
satellite events with reasonable consistency. Therefore, future algorithmic development using EVS data
derived from point source objects can rely on data rejection to operate on the sources of interest.

Copyright © 2025 Advanced Maui Optical and Space Surveillance Technologies Conference (AMOS) — www.amostech.com



REFERENCES

[1] Saeed Afshar, Andrew Peter Nicholson, Andre Van Schaik, and Gregory Cohen. Event-based object
detection and tracking for space situational awareness. IEEE Sensors Journal, 20(24):15117-15132, 2020.

[2] Gregory Cohen. The astrosite: A mobile neuromorphic space domain awareness observatory. https:
//greg-cohen.com/project/astrosite/, 2019. Accessed: 2024-07-24.

[3] Gregory Cohen, Saeed Afshar, Brittany Morreale, Travis Bessell, Andrew Wabnitz, Mark Rutten, and
André van Schaik. Event-based sensing for space situational awareness. In Mike Dearborn and Jim
Shell, editors, Proceedings of the Advanced Maui Optical and Space Surveillance (AMOS) Technologies Con-
ference. Maui Economic Development Board, September 2017.

[4] Guillermo Gallego, Tobi Delbriick, Garrick Orchard, Chiara Bartolozzi, Brian Taba, Andrea Censi,
Stefan Leutenegger, Andrew ] Davison, Jorg Conradt, Kostas Daniilidis, et al. Event-based vision: a
survey. IEEE Transactions on Pattern Analysis and Machine Intelligence, 2020.

[5] Rui Graca and Tobi Delbruck. Unraveling the paradox of intensity-dependent dvs pixel noise. arXiv
preprint arXiv:2109.08640, 2021.

[6] Rui Graca, Brian McReynolds, and Tobi Delbruck. Optimal biasing and physical limits of dvs event
noise. arXiv preprint arXiv:2304.04019, 2023.

[7] Geoffrey Hinton, Nitish Srivastava, and Kevin Swersky. Neural networks for machine learning lecture
6a overview of mini-batch gradient descent. Cited on, 14(8):2, 2012.

[8] Alexey Grigorevich Ivakhnenko. Polynomial theory of complex systems. IEEE transactions on Systems,
Man, and Cybernetics, SMC-1(4):364-378, 1971.

[9] Giinter Klambauer, Thomas Unterthiner, Andreas Mayr, and Sepp Hochreiter. Self-normalizing neural
networks. Advances in neural information processing systems, 30, 2017.

[10] R. Bolles M. Fischler. Random sample consensus: A paradigm for model fitting with applications to
image analysis and automated cartography. Communications of the Association for Computing Machinery,
24(6), Jun 1981. Accessed 30-07-2024.

[11] Jess Marcum. A statistical theory of target detection by pulsed radar. IRE Transactions on Information
Theory, 6(2):59-267, 1960.

[12] Peter N McMahon-Crabtree and David G Monet. Commercial-off-the-shelf event-based cameras for
space surveillance applications. Applied Optics, 60(25):G144-G153, September 2021.

[13] Brian McReynolds, Rui Graca, Rachel Oliver, Masashi Nishiguchi, and Tobi Delbruck. Demystifying
Event-based Sensor Biasing to Optimize Signal to Noise for Space Domain Awareness. In Darren McK-
night and Matthew Stevenson, editors, Proceedings of the Advanced Maui Optical and Space Surveillance
(AMOS) Technologies Conference, page 142, September 2023.

[14] Rachel Oliver. An Event-Based Vision Sensor Simulation Framework for Space Domain Awareness Applica-
tions. PhD dissertation, Cornell University, 2024.

[15] Rachel Oliver, Brian McReynolds, and Dmitry Savransky. Event-based sensor multiple hypothesis
tracker for space domain awareness. In Jeff Sherk and Stacie Williams, editors, Proceedings of the Ad-
vanced Maui Optical and Space Surveillance (AMOS) Technologies Conference, September 2022.

[16] Rachel Oliver, Brian McReynolds, and Dmitry Savransky. Event-based sensor noise modeling for
space-based space domain awareness. In Proceedings of the Advanced Maui Optical and Space Surveillance
(AMOS) Technologies Conference, September 2024.

[17] Nicholas Owen Ralph, Alexandre Marcireau, Saeed Afshar, Nicholas Tothill, André Van Schaik, and
Gregory Cohen. Astrometric calibration and source characterisation of the latest generation neuro-
morphic event-based cameras for space imaging. Astrodynamics, 7(4):415-443, 2023.

[18] scikit-learn developers. Scikit learn 1.2.2 settings. https://scikit-learn.org/1.2/modules/
generated/sklearn.ensemble.RandomForestClassifier.html, 2021. Accessed 30-07-2024.

[19] Michat Zolnowski, Rafal Reszelewski, Diederik Paul Moeys, Tobi Delbruck, and Krzysztof Kamiriski.
Observational evaluation of event cameras performance in optical space surveillance. In T. Flohrer,
R. Jehn, and F. Schmitz, editors, NEO and Debris Detection Conference, Darmstadt, Germany. ESA Space
Safety Programme Office, 2019.

Copyright © 2025 Advanced Maui Optical and Space Surveillance Technologies Conference (AMOS) — www.amostech.com



DISCLAIMER
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