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ABSTRACT

The evaluation of orbit determination accuracy and precision for non-cooperative space objects is crucial for Space
Situational Awareness (SSA). A common practice involves comparing orbit solutions derived from space surveillance
and tracking sensor networks against high-accuracy, high-precision reference orbits published by the International
Laser Ranging Service (ILRS). This method may yield overly optimistic assessments. The geodetic spheres used for
validation—such as LAGEOS satellites—are spherical with low area-to-mass ratios. This makes their trajectories
susceptible to non-conservative forces in a relatively predictable manner. However, this is not representative of most
of the resident space object (RSO) population.

To address this limitation, we propose establishing a reference network of satellites in Low Earth Orbit (LEO) for
ephemeris data quality validation. This on-orbit network will comprise satellites from scientific missions that rou-
tinely publish precise orbits, featuring centimeter-level absolute position accuracy, which are freely available. To date,
we have identified 45 satellites in LEO that could contribute to our precise orbit network. We investigate the merits of
setting up this precise orbit network by analyzing a representative subset from the list of candidate satellites we have
identified. Altitude, area-to-mass ratio (AMR) and geometry define our search space. We will select satellites that give
representative coverage across that space, spanning roughly 500 km to 1,500 km. In this contribution, our assessment
focuses on the calendar-year 2024. The analysis will employ ephemerides from both non-cooperative methods (us-
ing SGP4 propagations) and precise orbit products from public archives maintained by NASA, the German Research
Centre for Geosciences (GFZ) and other international centers. Differences between non-cooperative and precise orbits
will be computed in radial, along track and cross track directions over a full year, using regularly spaced ephemeris
samples. The resulting error statistics will reveal how orbit quality varies with satellite shape and AMR, providing an
evidence base for improved validation practices. We expect larger errors for high-AMR or geometrically complex
spacecraft, relative to low-AMR spheres in similar orbital neighborhoods. These findings will inform ongoing initia-
tives such as NOAA’s Traffic Coordination System for Space (TraCSS), which is developing orbit-quality assurance
processes that blend government and commercial data.

By highlighting where current validation methods succeed—and where they require refinement—this study aims to
guide the community toward a robust, practically achievable benchmark for LEO orbit data quality assessment.

1. INTRODUCTION AND RELATED WORK

We argue that the community needs an on-orbit reference network (ORN) to evaluate ephemeris data quality in a
transparent, repeatable, and scalable manner across orbit regimes and data products. The ORN should provide a
representative sampling of a physically meaningful parameter space so that conclusions generalize beyond single
missions or ad hoc case studies. In this work we emphasize three primary axes that strongly modulate ephemeris
quality and predictability: (i) geometric complexity (categorical variable with three levels: simple = approximately
spherical bodies; medium = prismatic bodies, e.g., trapezoidal or hexagonal cross-sections; complex = satellites with
solar arrays or other appendages that introduce self-shadowing and self-occlusion), (ii) area-to-mass ratio (AMR), and
(iii) operating altitude. Additional parameters (e.g., radar cross-section, thermal-optical variability, attitude control
mode, eccentricity/inclination class) are also relevant but are not the focus here.

Crucially, the ORN is ephemeris-source agnostic: it is intended to audit any and all operationally relevant ephemerides—
catalog products (e.g., TLE/SGP4), cooperative general-perturbations (GP) products (e.g., SupGP/SupTLE), opera-
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tor ephemerides, broadcast navigation messages, numerically propagated OD solutions, etc. In this paper we use
TLE/SGP4-derived ephemerides as a case study to demonstrate how the ORN concept is exercised in
practice. The paper is not about re-estimating the absolute quality of TLE/SGP4 per se; rather, TLE/SGP4
provides a widely avail- able, heterogeneous dataset to show how an ORN can surface systematic behaviors
along the axes above and enable fair comparisons among ephemeris sources.

Why an ORN is needed. Published evaluations since the 2000s indicate kilometer-level LEO errors for SGP4-
propagated catalog TLEs—with along-track dominance and sensitivity to time since the TLE epoch—with errors
tending to be larger in MEO and GEO regimes [1, 2, 3, 4, 5, 6]. In contrast, the state-of-the-art in precise orbit deter-
mination (POD) achieves centimeter-level orbit accuracy in LEO [7] and MEO [8] and sub-meter 24-hour prediction
when high-fidelity radiation force models and precise tracking are available [9, 8]. The gap between POD (state of
the art) and GP-based non-cooperative tracking (state of practice) thus spans roughly 3 to 6 orders of magnitude. An
ORN provides the infrastructure to measure where particular ephemeris products sit relative to that benchmark, and to
diagnose which parts of the parameter space (geometry, AMR, altitude) drive failure modes or improvements.

Foundations and empirical characterizations. The SGP4/SDP4 family descends from SpaceTrack Report #3 [1],
with modern algorithmic clarifications and test cases compiled by [2]. Early validation against precise orbits (e.g.,
GPS) established along-track error dominance and error growth with propagation [3]. Catalog-wide analyses quan-
tified regime-dependent behavior and the epoch-age effect - accuracy is best at (or just before) the TLE epoch and
degrades as the element set ages. This is particularly true of satellites in LEO, where the primary non-conservative
forcing mechanism tends to be atmospheric drag [4]. In geostationary and highly elliptical orbits, checks against op-
tical observations show along-track errors on the order of tens of kilometres [S]. In MEO and GEO, the errors are not
well described by a single, fixed Gaussian: they change over time and have heavy tails, so conservative bounds are
needed for safety-critical use [6]. Taken together, these results argue for an ORN that samples multiple orbit regimes
and object types rather than drawing conclusions from any single satellite class.

LEO constellations, cooperative GP, and measurement-aided corrections. For modern LEO constellations, coop-
erative GP products (e.g., SupGP/SupTLE) and operator precise ephemerides offer material accuracy improvements
relative to uncooperative catalog TLEs. A 400-day analysis across Starlink and OneWeb shows that cooperative
element sets can roughly halve position error on average and expose once-per-revolution residual signatures with per-
sistent along-track dominance [10]; see also the SupGP/SupTLE framework [11]. In parallel, researchers investigating
the potential for opportunistic positioning, navigation and timing (PNT) from LEO broadband mega-constellations
have demonstrated that small data-driven corrections (e.g., re-phasing/epoch adjustments inferred from pseudorange
and Doppler) substantially reduce along-track error when operator ephemerides are unavailable [12, 13]. Within an
ORN, such sources and correction strategies can be compared on equal footing along the geometry/AMR/altitude axes.

Orbit Domain Calibration (ODC) and the role of an ORN. ODC is a complementary concept to the ORN that
leverages high-precision ephemerides from scientific missions as reference standards to calibrate ephemerides derived
from non-cooperative tracking [14, 15]. Initial validations use publicly available precise ephemerides as truth and TLE-
derived ephemerides as inputs, with case studies in an ideal reference scenario (GRACE-FO) and a more challenging
sun-synchronous regime (Sentinel-1) [14, 15]. An ORN samples a diversity of spacecraft- and orbit-geometries that
ODC needs: it systematizes which satellites populate the geometry/AMR/altitude space and establishes how calibra-
tion learned in one part of the parameter-space transfers to another.

Scope and contributions. Scope. We present the ORN concept and present a first iteration of it targeted at LEO. We
sample a variety of spacecraft geometries, AMR, and altitudes. We then use TLE/SGP4-derived ephemerides as a case
study to demonstrate the ORN evaluation protocol and to illustrate how results differ across the parameter space. The
methodology is general and applies to other ephemeris sources (cooperative GP, operator precise products, broadcast
navigation, numerical OD, etc). Contributions. Within this scope, our contributions are threefold:

1. We articulate ORN design rules and a repeatable ephemeris data quality evaluation protocol

2. We propose a sampling strategy across the parameter space of interest (i.e. geometry, AMR, and altitude of LEO
spacecraft)

3. We demonstrate the protocol with TLE/SGP4 to highlight axis-dependent behaviors
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2.1 Satellite selection

2. METHODS

We build the LEO reference set to span three axes: altitude, area-to-mass ratio (AMR), and geometry class. Geometry
is a three-level categorical variable, as described in Table 1 and depicted in Fig. 1:

Table 1: Categorization of satellites chosen for the analysis

Shape Sensitivity to Non-Gravitational  Selected Satellites
Forces
Simple Spherical Largely attitude independent Ajisai, Starlette, Stella, Larets,
LARES

Medium Compact prismatic bus with ~ Weakly attitude-dependent forcing GRACE-FO A, TerraSAR-X, Swarm-
limited appendages B, Sentinel-6A, CryoSat-2

Complex Box-wing or appendage-  Strongly attitude-dependent effec-  Sentinel-1A, -2A, -3A, SWOT, Jason-
rich configurations tive cross-section 3

Simple Medium Complex

Fig. 1: Examples of geometry types, covering spherical (Simple), prismatic (Medium) and Box-wing (Complex)
shapes.

From public precise-orbit archives, we selected 15 satellites spanning ~ 500—1500 km in altitude, low/medium/high
AMR, and all three geometry classes (Fig. 2); the final roster with metadata is given in Table 2. Precise orbits were
obtained from Copernicus POD (AUX_POEORB), CDDIS DORIS SSA (Jason-3, Sentinel-6A, SWOT), GFZ ISDC
Rapid Science Orbits (TerraSAR-X, GRACE-FO-A), and CDDIS ILRS SLR solutions (Ajisai, Starlette, Stella, Larets,
LARES). Two-line elements from Space-Track.org were used for uncooperative SGP4 propagation.

To contextualize the reference set, Fig. 3 shows the 2024 semi-major-axis evolution (altitude proxy) for all 15 satel-
lites from public TLEs, grouped by geometry class; within each geometry class, panels are ordered left-to-right by
increasing mean altitude. The impact of orbit-maintenance maneuvers is evident as abrupt step-changes, highlighting
their influence on downstream error statistics and motivating the maneuver-window handling described in Section 2.3.

2.2 Normalization and analysis cadence

All precise inputs (SP3/EOF) are harmonized to a common time scale (UTC) and inertial frame (GCRF/EME2000).
Earth-fixed inputs are converted to ECI consistently. We adopt a fixed analysis cadence of 180 seconds: precise states
are sampled/decimated to 180-second cadence, and TLE states are propagated to the same epochs. We exclude obvious
data gaps and non-physical outliers.

2.3 Maneuver treatment

Maneuvers must be treated explicitly in the ORN because they are deliberate, operator-initiated changes to the orbit.
If left unaccounted for, the spikes and drifts during—and shortly after—a burn get wrongly attributed to the baseline
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Altitude vs area-to-mass ratio (15 satellites)
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Fig. 2: Altitude vs. area-to-mass ratio (AMR) for the 15-satellite reference set; marker shape indicates geometry class
(Simple / Medium / Complex). The x-axis uses a logarithmic scale for AMR.

quality of the ephemeris product. Our aim is to separate maneuver-driven deviations from nominal performance so that
errors are attributed correctly and cross-mission comparisons remain fair. In this initial study, we adopt a two-pronged
approach.

First, for missions with publicly available and authoritative maneuver histories (Sentinel-3A, SWOT, Jason-3, CryoSat-
2, and Sentinel-6A), we build maneuver windows from the logs. Second, for other non-geodetic satellites where logs
were not readily available (e.g., TerraSAR-X, Sentinel-1A, Sentinel-2A), we perform a preliminary, visual identifi-
cation of station-keeping burns by inspecting the semi-major axis timeseries. We note that geodetic spheres (Ajisai,
Larets, LARES, Starlette, Stella) are passive and do not maneuver.

For the aggregate statistics presented in Section 3.1, only the maneuver windows themselves are excluded. However,
recognizing that TLE quality may be degraded for a period after a burn, we conduct a detailed case study on Sentinel-
3A to quantify this recovery period (Section 3.5).

2.4 Space-weather and metadata joins

Solar and geomagnetic activity can drive significant short-term thermospheric density variability (e.g., during storms),
which in turn affects LEO ephemeris accuracy. In this first iteration we do not treat activity as a sampled axis; instead,
we monitor it and report it as context alongside the main results. Each epoch is tagged by nearest-time matching to
F10.7 (daily), Kp (3-hourly), and Ap indices from NOAA SWPC and GFZ. Satellite metadata include AMR, geometry
class, and radar cross section where available.

2.5 Error definition and aggregation

Let r,(¢) be the precise position and r(z) the SGP4 position at time ¢. We define the position difference

Ar(t) = r(t) — r)(2), )]

and resolve it in the local RSW frame constructed from the precise trajectory, yielding Radial (R), Along-track (S),
and Cross-track (W) components, plus the 3-Dimensional Euclidean norm ||Ar||. We summarize statistics on a daily
and monthly basis using the median, RMS, interquartile range (IQR), and P90/P95. For group comparisons we stratify
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Altitude » 2024 | Ascending median ordering per row

Sentinel-1A (39634)f Sentinel-2A (40697)t Sentinel-3A (41335) SWOT (54754) Jason-3 (41240)
start 693 km ASMA 0.0172 km start 786 km ASMA 0.0136 km start 800 km ASMA -0.0031 km M:27 start 891 km ASMA 0.0023 km M:19 start 1336 km ASMA 0.0004 km M:8
£0.212
T T T T T T T T T T T T T T T T T T T T
GRACE-FO-A (43476)t SWARM-B (39451)t TerraSAR-X (31698)t CryoSat-2 (36508) Sentinel-6A (46984)
start 479 km ASMA 14.2 km start 507 km ASMA 13.9 km start 505 km ASMA -0.0220 km start 716 km ASMA 0.0224 km M:21 start 1336 km ASMA -0.0013 km M:4
AT4.2 A13.9
T T T T T T T T T T T T T T T T T T
Larets (27944) Stella (22824) Starlette (7646) Lares (38077) Ajisai (16908)
start 679 km ASMA 0.770 km start 798 km ASMA 0.104 km start 956 km ASMA 0.0538 km start 1442 km ASMA 0.0015 km start 1488 km ASMA 0.0268 km
ADFL0
T T T T T T T T T T T T T T T T T T T T
Jan Apr Jul Oct Jan Apr Jul Oct Jan Apr Jul Oct Jan Apr Jul Oct Jan Apr Jul Oct
Complex Medium Simple Excluded (no maneuvers)

2024 UTC epoch coverage * Source: Space-Track TLEs (SGP4) * Y-axis: altitude proxy (a - 6380 km offset)

Fig. 3: Time series of the semi-major axes (shown as altitude proxy a — 6380 km) of the 15-satellite reference set in 2024, based on SGP4 propagations from public

TLEs. Satellites are grouped by geometry class (rows), illustrating distinct orbital behaviors: the regular station-keeping maneuvers of operational spacecraft (e.g.,
the sawtooth patterns of the Sentinel series), the pronounced orbital decay of uncontrolled objects in lower orbits (e.g., GRACE-FO-A), and the high stability of

passive geodetic spheres at higher altitudes (e.g., Ajisai).
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Table 2: Reference set (2024). Median altitude, AMR, RCS, and geometry class.

Satellite Alt. (km) AMR (m*kg) RCS®(m?»  Geom.
GRACE-FO-A 487.2 0.008 2.600 Medium
SWARM-B 500.0 0.003 2.596 Medium
TerraSAR-X 515.6 0.007 2.267 Medium
Larets 689.0 0.002 0.136 Simple
Sentinel-1A 702.9 0.002 4.968 Complex
CryoSat-2 726.6 0.010 2.564 Medium
Sentinel-2A 796.1 0.005 3.451 Complex
Stella 807.5 0.001 0.170 Simple
Sentinel-3A 809.8 0.008 3.981 Complex
SWOT 900.3 0.013 3.980 Complex
Starlette 962.8 0.001 0.169 Simple
Jason-3 1344.8 0.044 2.711 Complex
Sentinel-6A 1344.8 0.007 2.710 Medium
LARES 1451.0 0.0003 0.038 Simple
Ajisai 1495.0 0.005 4.228 Simple

6 Radar Cross Section (RCS) values from public CelesTrak data, with placeholder values inferred (for Grace-FO-A, SWOT and Sentinel-6A) from

similar spacecraft where numeric RCS is not published.

by altitude band (450-650, 650—-850, 850-1150, 1150-1550 km), AMR terciles (computed over the 15-satellite set),
and geometric complexity.

3. RESULTS

3.1 Year-wide Error Overview

Across all 15 satellites at 180 s cadence, the median 3-D position error components (median across satellites) are Rso =
0.07 km, Sso = 0.47 km, Wso = 0.11 km, with P90 values Rop = 0.17 km, Soo = 0.94 km, Woy =~ 0.26 km (Table 3).
Fig. 4 summarizes the per-satellite distributions. TerraSAR-X shows the largest along-track tail (Svo = 4.26 km) while
most other missions cluster near 1 km or below in Soo.

3.2 Effects of Geometry and AMR

Controlling for altitude, geometry associates with along-track dispersion: the median Ss by class is Simple = 0.32 km,
Complex =~ 0.47 km, and Medium ~ 0.49 km, indicating a ~ 0.15-0.17 km gap between low-complexity spheres and
higher-complexity buses. See Fig. 5. Radial error medians remain tightly clustered near ~ 0.07 km across classes.

Controlling for altitude within each geometry class, AMR is strongly negatively related to year-wide median along-
track error in the Simple class (n = 5; Spearman p = —0.92, Pearson » = —0.89), meaning higher AMR goes with
lower error. In the Medium (n = 5; p = —0.03, r = 0.23) and Complex (n = 5; p = —0.15, r = —0.11) classes there
is no meaningful relationship. When pooling all 15 satellites and controlling only for altitude (no geometry control),
correlations are small (Spearman p = 0. 12, Pearson » = 0.16), indicating AMR is not a fleet-wide driver once altitude
is accounted for. Taken together, any AMR—error structure appears geometry-specific and prominent only in the Simple
class; due to small per-class samples (n = 5), estimates are sensitive and should be treated as indicative.

While our a priori expectation was that higher AMR would increase along-track sensitivity, our year-wide analysis
indicates the AMR—error relationship is geometry-specific and not monotonic fleet-wide; in the Simple class, higher-
AMR members show lower median |S| once altitude is controlled.

3.3 Altitude & Drag Environment

Fig. 5 shows a clear anti-correlation between altitude and median along-track error |S| when stratified by geometry
class. For medium geometry objects, the median |S| decreases from = 0.58 km in the < 550 km band (n = 5.16 X 10°)
to = 0.31 km in the 1300-1499 km band (n =~ 1.71 X 10°), a reduction of ~47%. Complex geometry shows a similar
monotone decrease from =~ 0.50 km (550-699 km; n =~ 5.01 X 10%) to =~ 0.30 km (1300-1499 km; n ~ 1.71 X 10%),

~40% lower. For simple geometry the trend is piecewise: a plateau of = 0.47 — 0.45 km across 550-849 km (n ~
1.68 X 10° and 3.34 X 10°), followed by a sharp drop to = 0.25 km in 850-999 km (n~1.70 X 10°) and a mild rebound
to = 0.28 km at 1300-1499 km (n = 2.95 X 10°). These patterns are consistent with increased drag variability and
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Year-wide 2024 TLE Error Components (ordered by median |Along|)

mmmm Radial
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mmmm Cross

Absolute error [km]
w

Satellite (ordered by median |Along|)

Fig. 4: Year-long (2024) distributions of absolute TLE—vs—precise position errors, resolved in the RSW frame, for the
15-satellite set after quality filtering (Sentinel-2A extreme |Ar| > 10,000 km outliers removed). Violin plots show
the kernel-density of errors per component; central points mark the medians. Satellites are ordered by median |S|
(along-track). Along-track dispersion dominates, consistent with drag/mean-motion sensitivity, while radial and cross

components remain comparatively tight.

density-model mismatch at lower altitudes driving the dominant along-track component, with geometry and effective
AMR modulating sensitivity [4]. The simple-class dip in the 850-999 km band likely reflects sample composition
(e.g., higher-stability or lower AMR members in that band).

3.4 Geomagnetic Activity (Kp, 2024)

Fig. 6 indicates that |S| is broadly flat across geomagnetically quiet to unsettled conditions (Kp = 0-6): the median
varies by <0.03 km (<7%) within each geometry class (simple ~0.33-0.36 km; medium ~0.47—-0.50 km; complex
~(.42-0.45 km). Sensitivity emerges under more disturbed conditions: at Kp = 7-8 the complex class increases to
~0.66 km (Kp=7;n = 5.0 X 10%) and ~0.62 km (Kp = 8; n = 2.9 X 10%), i.e., ~45-55% above quiet levels, while
the medium class rises to =0.60 km at Kp = 8 and ~0.83 km at Kp =9 (n = 600), ~25% and ~70% above baseline,
respectively. The simple class remains comparatively insensitive (=~0.33—0.36 km across all bins). Because high-Kp

bins are sparsely populated (Kp > 8; 7 < 3 X 10° per point), we avoid over-interpreting the complex-class dip at Kp =
9.

3.5 Case Study: Post-Maneuver TLE Accuracy Recovery

To quantify the impact of maneuvers on TLE/SGP4 accuracy and the subsequent recovery time, we performed a case
study on Sentinel-3A, which executed 27 station-keeping maneuvers in 2024. We analyzed how the 3D position error
statistics changed as we excluded an increasing window of time (from 0 to 72 hours) following each maneuver.

The results are summarized in Fig. 7. While excluding only the maneuver burn window itself has a negligible effect,
extending the exclusion period reveals a significant improvement in data quality. The RMS error sees the most
dramatic improvement, reducing by 28% when excluding the 48 hours of data following each maneuver. This
indicates that maneuvers introduce large, errors and that it takes TLEs approximately two days to fully recover their
nominal accuracy. The P95 and mean errors show a more modest improvement of 9.5% and 12.5% respectively,
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Table 3: Year-wide 2024 position error components by satellite. Entries are medians (50) and P90 of absolute errors
in km for Radial (R), Along-track (S), and Cross-track (/). The last row reports the median across satellites.

Satellite Rso Rop Ss9 Sog W50 Wop
Ajisai 0.06 0.11 0.21 047 0.09 0.20
CryoSat-2 0.07 0.16 048 099 0.12 024
GRACE-FO-A 0.07 0.18 0.51 1.12 0.13 0.25
Jason-3 0.07 0.14 031 063 0.11 0.25
Lares 0.06 0.14 032 0.68 0.11 0.27
Larets 0.07 0.18 048 094 0.10 0.26
SWARM-B 0.08 0.19 049 1.11 0.13 0.25
SWOT 0.08 0.18 047 1.04 0.11 0.27
Sentinel-1A 0.07 0.18 050 0.99 0.10 0.24
Sentinel-2A 0.07 0.17 047 091 0.10 0.27
Sentinel-3A 0.07 0.17 049 094 0.10 0.29
Sentinel-6A 0.07 0.15 031 0.75 0.11 0.26
Starlette 0.07 0.14 026 058 0.16 0.35
Stella 0.07 0.17 046 087 0.10 0.25
TerraSAR-X 0.15 033 0.89 426 0.14 0.30

All (median across sats) 0.07 0.17 047 094 0.11 0.26

with the benefits also plateauing after about 48 hours. This analysis demonstrates that for rigorous ephemeris quality
assessment, a standard post-maneuver exclusion window is critical.

4. DISCUSSION

4.1 An on-orbit reference network needs diversity

This study assesses the feasibility of a practical on-orbit reference network built from public precise orbits to bench-
mark ephemeris data quality in LEO. A key result is that a diverse set of spacecraft is required: restricting benchmarks
to low-AMR geodetic spheres systematically understates typical ephemeris error levels for the broader (non-spherical)
population. Using the 2024 set, the median along-track error across non-spherical missions is Sso =~ 0.48 km versus

Ss0 = 0.32 km for geodetic spheres, a ~0.16 km gap (~34% lower when spheres alone are used). Likewise, Soo is

~ 0.99 km (non-spherical) versus =~ 0.68 km (spheres), ~32% lower for spheres. In contrast, radial and cross-track
medians remain similar across classes (Rso ~ 0.07 km; Wso ~ 0.10-0.11 km), reinforcing that along-track (drag/mean-
motion) dominates the error budget.

4.2 Maneuvering spacecraft: harder to use, essential to include

Satellites with active station-keeping or duty-related maneuvers complicate scoring and inflate distribution tails if
burns are not handled correctly. The challenge of handling maneuver periods extends beyond simply excluding the
burn itself. Our case study on Sentinel-3A (Section 3.5) provides clear, quantitative evidence for this. We found that
TLE accuracy remains significantly degraded following a maneuver, with the RMS position error improving by
approximately 28% only after a 48-hour post-maneuver exclusion window is applied. This finding demonstrates that
without a standardized exclusion period, the inclusion of maneuvering spacecraft will inevitably inflate error statistics
and skew assessments of baseline performance. This provides strong justification for our recommendation that any
benchmark network must not only use maneuver logs but also establish a clear standard for post-maneuver data
handling.

4.3 Altitude, geometry, and space weather

Across altitude bands, median along-track errors generally decrease with altitude (consistent with reduced drag vari-
ability), though the simple class shows a plateau at mid-LEO, a marked dip near 850-999 km, and a slight rebound at
higher LEO. Geometry class modulates dispersion at fixed altitude, with complex and medium buses exhibiting broader
along-track spread than simple shapes. Space-weather sensitivity appears negligible in quiet—unsettled condi-

tions (Kp = 0-6) but rises under disturbed periods (Kp > 7), particularly for medium and complex classes; the simple
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Along-track error vs altitude band by geometry class (2024)
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Fig. 5: Median absolute along-track error |S| versus altitude band (mean altitude) by geometry class over the whole
year 2024. For medium and complex geometry, |S| decreases monotonically with altitude (e.g., medium: 0.58 km at
<550 km to 0.31 km at 1300-1499 km; complex: 0.50 km to 0.30 km). The simple class plateaus near 0.46 km

at 550-849 km, drops to 0.25 km at 850-999 km, and increases slightly to 0.28 km at 1300—-1499 km. Labels show
per-band sample sizes n.

class remains largely insensitive. These results motivate (i) tagging benchmark epochs by space-weather regime
(quiet/unsettled vs. disturbed) and (ii) publishing class-stratified performance rather than only set-wide summaries.
Accordingly, we caution against treating AMR as a universal surrogate for along-track dispersion; geometry and alti-
tude remain the first-order drivers in this dataset, with AMR effects emerging only within specific geometry classes.

4.4 How many satellites are enough?

While this 15-satellite set spans several geometry classes and altitudes, it is not large enough to draw strong general
conclusions across regimes and operators. The clear class differences and the leverage of a few maneuvering mis-
sions argue for expanding to the planned ~45-satellite network. A pragmatic target is at least 2—3 representatives per
altitude band (450-650, 650-850, 850—1150, 1150—1550 km) per geometry class, plus a subset with routine maneu-
vers and well-documented burns. That density supports robust class-by-altitude comparisons without a few missions
dominating tails.

4.5 Implications for a community benchmark

A useful reference network should: (1) cover altitude and geometric diversity; (2) publish precise-orbit provenance
and native cadence; (3) standardize TLE freshness (e.g., <72 h) during scoring; (4) provide maneuver windows and
a mask for non-maneuver scoring; (5) take account of space weather conditions (through proxies such as Kp/F10.7)
and report stratified metrics; and (6) release summary tables (R/S/W medians and P90). With these practices, agencies
and operators can compare like-with-like and quantify improvements over time. These practices can support the orbit-
quality assurance practices sought by NOAA’s TraCSS, enabling like-for-like scoring across mixed government and
commercial sources and informing year-on-year auditing of improvements.

4.6 Limitations

We treat public precise ephemerides as truth; inter-center differences and product updates may introduce small system-
atic offsets. TLE quality and freshness vary; we capped staleness at 72 h but did not normalize on shorter, fixed-latency
snapshots. Our maneuver handling represents a significant limitation in this initial work. While maneuver logs for five
satellites in our set are considered complete, our heuristic, visual-inspection-based approach for others is preliminary.
It is not guaranteed to capture all maneuvers, particularly smaller burns that are not obvious in the semi-major axis
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Along-track error vs Kp (2024)
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Fig. 6: Median absolute along-track error | S| versus Kp (bin lower edge) by geometry class (2024). |S| is broadly flat
for Kp = 0-6 within each class (<0.03 km spread). Under disturbed conditions, |S| increases: complex peaks near

0.66 km at Kp = 7-8, and medium rises to 0.83 km at Kp = 9. High-Kp bins have small # (labels), so values for Kp >
8 are reported with caution.

timeseries. Therefore, the error distributions for some maneuvering satellites may be inflated by residual, unmasked
maneuver effects. Attitude and configuration changes (affecting effective cross-section) are not modeled explicitly.
Finally, the sample size limits inference in sparsely populated class and altitude cells.

4.7 Future work

Immediate extensions include: (i) scaling to the full ~45-satellite set; (ii) publishing per-class slopes of along-track
error versus Kp with bootstrap confidence intervals; (iii) reporting paired metrics with/without maneuver windows;
(iv) adding a TLE-freshness study (e.g., <24 h vs. <72 h); and (v) incorporating attitude/configuration metadata where
available. Together, these steps will harden the network as a shared benchmark for ephemeris QA in LEO.

5. CONCLUSIONS AND RECOMMENDATIONS

We investigated the potential of an on-orbit reference network built from publicly available precise orbits to benchmark
uncooperatively derived ephemeris quality in LEO. Using a 15-satellite, year-long (2024) dataset with 180 s cadence,
we find:

 Diversity matters. Benchmarks restricted to geodetic spheres understate along-track error for the general pop-
ulation. Medians across missions show Sso = 0.48 km for non-spherical spacecraft vs. Sso = 0.32 km for spheres

(A= 0.16 km, ~34% lower if spheres only). Likewise, Soo = 0.99 km vs. 0.68 km (~32% lower).

* Altitude trend. Along-track dispersion decreases monotonically with altitude, consistent with reduced density
and mean-motion sensitivity; radial and cross-track medians remain tightly clustered (Rso ~ 0.07 km; Wso ~
0.10-0.11 km).

* Space-weather sensitivity. Along-track error is flat for Kp = 0—6, but increases under disturbed conditions (Kp
> 7), most for medium/complex classes; the simple class is largely insensitive.

* Maneuvering missions are essential. They are harder to score but stress-test real catalog conditions. Most

existing and planned active satellites have means of maneuvering and do so regularly—e.g., large LEO constel-
lations execute on the order of 17-36 collision-avoidance maneuvers per satellite per year (depending on the
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Fig. 7: Percentage improvement in 3D position error statistics for Sentinel-3A (2024) as a function of the post-
maneuver data exclusion window. The RMS error (dark blue dashed line) shows the largest improvement, stabilizing
around 28% after 48 hours. This highlights the significant, but temporary, degradation in TLE accuracy following a

maneuver, and suggests a recovery period of approximately two days is needed for TLEs to regain nominal perfor-
mance.

adopted P. threshold) [16]. Our Sentinel-3A case study reveals that TLE accuracy is degraded for up to 48 hours
post-maneuver, with RMS errors improving by ~ 28% when this recovery period is excluded. This highlights
the need for standardized burn-window masks and post-maneuver exclusion periods.

Recommendations for a community reference network. (i) Ensure diversity across altitude bands and geometry
classes; (ii) include a subset of maneuvering spacecraft and establish standardized post-maneuver exclusions windows

(e.g., 48 hours) for baseline scoring; (iii) standardize TLE freshness during scoring (e.g., <72 h) and report it; (iv)
adopt a fixed analysis cadence (here 180 s) and a common reference frame/time; (v) tag and report space-weather

regime (Kp/F10.7); (vi) publish summary tables (R/S/W medians and P90) and figure-ready distributions to support
reproducibility.

Scale is still needed. The present 15-satellite set is insufficient for strong, general conclusions across classXaltitude

cells; expanding to the planned ~45 satellites will provide the statistical power for robust effect sizes (geometry, AMR,
space weather) and routine year-on-year benchmarking.
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