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ABSTRACT

As the space domain awareness community increasingly prioritizes the detection of dim, uncataloged resident space
objects (RSOs), traditional techniques such as rate tracking and velocity-matched filtering face practical limitations,
especially when object motion is unknown. In this paper, we present potential avenues to address these limitations
using deep learning-based approaches for object detection near the noise floor in ground-based electro-optical (EO)
imagery. Leveraging simulated datasets generated with SatSim – containing objects of known visual magnitude and
precise ground-truth – we investigate two key objectives: (1) assessing the impact of incorporating temporal context
through multi-frame input data, and (2) evaluating the generalization of models trained exclusively on synthetic data
to real EO imagery without fine-tuning. Our results show that the models employed effectively leverage temporal
frame stacking to significantly improve detection performance for low-SNR objects and that the simulated-data-trained
models demonstrate strong recall on real data, in addition to successful detections of RSOs missed by traditional
algorithms. These findings support the integration of deep learning into operational EO detection pipelines to enhance
sensitivity and scalability.1

1. INTRODUCTION

With the increased focus on discovering and tracking orbital debris smaller than 10 centimeters, efforts remain under-
way to push detection capabilities closer to the noise floor in ground-based EO sensor data. Traditionally, rate tracking
with extended integration times is used to enhance the signal-to-noise ratio (SNR) of dim targets, enabling detection
against background noise. However, this technique cannot be used to discover dim objects that are not already cata-
loged since the motion of such targets is not known. Other methods such as multi-frame velocity matched filtering are
optimal but computationally intensive and tedious for objects with unknown velocities.

We therefore turn to neural network object detection models for a more practical and scalable solution. AI-based
object detection is a well-studied and very active area of research and development across both industry and academia
and hence there are many existing models sufficient for adaptation to our use case. As part of the IARPA SINTRA
program, we explore training machine learning (ML) object detection models on large simulated datasets of sidereal
collects focused on low Earth orbit (LEO) RSOs of varying but known visual magnitudes and using these models to
run inference on comparable holdout test datasets consisting of real data. Our studies in this paper focus on two main
factors:
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� Task 1: Investigating whether models are responsive to dataset construction (depth of frame stacks) for detecting
dim objects by assessing model performance as a function of RSO visual magnitude and SNR,

� Task 2: Exploring the ability of models trained on simulated data to generalize to real data at inference time.

All models trained in these studies use the EfficientDet architecture [18] for its efficiency and scalability. In particular,
we employ the PyTorch [16] effdet implementation [1] and we begin all training runs from pretrained weights on
the ImageNet dataset [8]. The only modifications made to the model itself were to incorporate support for 16-bit depth
imagery (as opposed to the 8-bit depth that is assumed natively).

2. RELATED WORK

Applying neural networks to the problem of RSO detection in EO imagery has previously been approached by various
authors. In particular, tasks paralleling those proposed in the prior section have been studied originally in [4, 10]
and additionally in subsequent works such as [9, 11–14, 17, 19]. This paper is distinguished by several factors: we
focus on the tasks with RSOs in low earth orbit (LEO) using sidereal imagery, we use the EfficientDet neural network
architecture, we tailor our SatSim dataset to emulate a specific real-world sensor, we assess performance as a function
of RSO SNR, and we assess the ability of the model to leverage temporal information not by modifying the network
architecture but by modifying the dataset itself as done in [7] for non-EO imagery.

3. METHODOLOGY

As stated in the introduction, the purpose of this study is twofold: (1) to benchmark model performance as a function
of object visual magnitude and SNR and to measure the impact of depth of frame stacks, and (2) to study the capability
of models trained on simulated data to generalize to real data (without fine-tuning/transfer learning).

For both tasks, we use models trained on simulated data (see section 4.1). For Task 2, the necessity of using simulated
data for training is self-evident. For Task 1, training and evaluating on simulated data allows us to construct datasets
with objects of known varying visual magnitudes at known locations in the imagery.

3.1 Task 1

To address Task 1, we construct two datasets with the simulated imagery: one where datapoints consist of three-
channel images with the frames comprising each channel being temporally sequential single-frame images as in Fig.
1 (a similar idea is used in [7] to detect tiny objects), and one where the datapoints consist only of single frames. The
single-frame datapoints are obtained by taking only the middle frame of three-frame datapoints. To ensure the task
of the ML model is identical for both datasets, we alter the ground-truth labeling for the three-frame variant to only
include objects in the middle frame. In this way, the model can use the first and third frames as temporal context in
making predicions on the middle frame. For the single-frame variant, this temporal context is absent, but the model
is tasked with detecting an identical set of objects. Fig. 2 illustrates the difference between a three-frame datapoint
and the corresponding single-frame datapoint. Moreover, the training, test, and validation splits are identical for both
datasets for a truly one-to-one comparison of performance.

Comparing the performance of the models (identical in architecture) trained on the two different variants of the dataset
entails computing the standard ML object detection average precision and average recall metrics AP@0.5, AR@0.5,
AP@0.5:0.95, and AR@0.5:0.95 ([6], [15]) on the test split binned by visual magnitude and SNR. Binning by visual
magnitude is straightforward due to the fact that SatSim produces annotation files with a field containing the visual
magnitude of each object. As for the SNR, the SatSim annotation files provide pixel-level SNRs for each pixel in the
pixel mask of an object. To aggregate this pixel-level SNR into an object-level SNR, we use the following simple
algorithm:

Let P be the set of pixels in the pixel mask for a given object. For each p 2 P, let Sp, Np, Ip, and SNRp respectively
denote the per-pixel signal, noise, total intensity, and SatSim provided SNR. Then:

1. For each pixel p 2 P, use the known quantities Ip and SNRp together with the equations

Sp + Np = Ip; Sp=Np = SNRp;
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