
Deep Multi-Task And Representation Learning Method for Atmospheric Turbulence

Prediction and Correction from Focal Plane Speckle Images

Vignesh Kumar Pandian Sathia, Nick Murphy, Ruchir Namjoshi, Dustin Kempton, Fabien
Baron, Stuart Jefferies, Berkay Aydin

Georgia State University

ABSTRACT

Wavefront observations obtained from ground-based telescopes are impacted by distortions created by atmospheric 
turbulence. The distortions are traditionally corrected by either after-the-fact processing with deconvolution algo-
rithms, or during operation with additional sensors and mirrors through adaptive optics (AO). AO systems work by 
modeling the atmosphere as a series of frozen wind layers in order to estimate the original wavefront. In order to 
understand relevant properties such as velocity and magnitude for each wind layer, a pupil plane wavefront sensor 
collects information about the current atmospheric condition. Yet this approach requires additional hardware and is 
subject to issues with noise and latency. In this paper, we propose a data-driven framework to estimate wind 
profile information from the telescope’s focal plane observations instead. Our model design uses an autoencoder 
architecture that incorporates Variance-Invariance-Covariance regularization to predict wind layer components from 
simulated data produced by a single layer atmospheric turbulence model. Our experiments demonstrate that this 
approach can both reduce the number of image observations needed to accurately estimate the wind layer while 
improving the robustness of model’s predictions.

1. INTRODUCTION

Adaptive optics (AO) are widely used as corrective systems for ground-based telescopes. Their purpose is to remove 
aberrations in the signals received by the telescope’s wavefront sensors. These aberrations are caused when the wave-
front passes through the turbulent atmosphere and are then distorted by moving air pockets of different densities. 
AO systems gather information about these atmospheric conditions via additional sensors and then adjust internal de-
formable mirrors based on the feedback. These adjustments produce a second distortion to the wavefront that corrects 
the original abberation.

To successfully remove wavefront aberrations, AO systems must be able to model the current atmospheric conditions 
accurately. These models commonly assume that the atmosphere is a stack of frozen flow wind layers that evolve 
inbetween exposures. Therefore, the AO system must have sufficient information about the atmosphere’s wind 
layers. As stated, these details are often retrieved from additional hardware such as Shack-Hartmann[5] or 
pyramid[11] wave-front sensors. The sensors are further supported by software techniques such as phase correlation 
and spatiotemporal cross-correlation between the sub-aperture measurements. While effective, there are a number 
of challenges to this approach. As one example, the sensors themselves are susceptible to latency and noisy data 
which can affect the feedback they give to the rest of the system.

There is increasing interest in using the image observations taken from the focal plane to determine characteristics of 
the atmospheric turbulence that affected them. This change would reduce the need for additional hardware sensors 
and thus the complexity and cost of operating ground-based telescopes. However, data-driven approaches brings their 
own challenges. Thousands of frames of speckle image observations are potentially needed to develop a sufficiently 
accurate and efficient model for wind layer prediction. In addition, the high dimensionality of these sequences further 
complicates the design and training of such models.

In this paper, we propose a machine learning model architecture that utilizes focal plane data to estimate wind layer 
properties, instead of the current AO pupil plane measurement approach. Our main contribution consists of (1) es-
timating the velocity and magnitude of single atmospheric wind layer as learned from simulated data produce by an
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atmospheric turbulence model and (2) evaluating several data pre-processing and architecture modifications to deter-
mine potential for significantly improving the model’s predictive power. We also provide our dataset generation [8]
and model architecture implementation [7] for the purpose of further research and confirmation of reproducibility.

2. RELATED WORKS

Traditionally, various deconvolution algorithms were utilized to correct aberrations in wavefront signals. As the orig-
inal convolution of the point spread function (PSF) is rarely known, blind deconvolution algorithms were commonly
used for astronomical applications. In 1988, Ayers and Dainty[2] proposed an iterative version of the blind decon-
volution algorithm. Rather than attempting to calculate the entire PSF at once as in prior functions, their algorithm
repeatedly shifted the signal to and from the frequency domain. During each shift, pre-defined constraints were ap-
plied to gradually refine the estimated PSF and the deconvolved signal. In their published examples, they were able to
reduce the residual noise levels to less than five percent after 500 iterations. As noted in the original paper, the number
of iterations and constraints must be adjusted for each type of convolution to be effective.

Adaptive Optics (AO) has been more commonly used for near-real-time correction of wavefront abberations[6]. Pupil
plane wavefront sensors are used to collect information about the atmospheric conditions from known reference points.
This information is then used to subtly adjust deformable mirrors that are part of the AO system. The mirrors pro-
duce an additional convolution in the received wavefront that is intended to counteract the distortion produced as it
passed through the turbulence in the atmosphere. While AO is a proven technology that produces high quality obser-
vations, it also introduces additional complexity into telescope equipment. This complexity increases the expense and
maintenance required for ground-based telescopes, and also places additional size contraints on designers.

Machine learning (ML) models have been increasingly used to automate the process of correcting wavefront aberra-
tions. Hart et. al. trained three ML models to predict the propagation of sound waves over a specific distance, utilizing
both simulated output from a Crank-Nicholson parabolic equation and empirical recordings[9]. They were able to es-
timate the sound wave within 5 to 7 dB of the ground truth values after it was passed through one layer of atmospheric
turbulence. However, their maximum test range was 8 kilometers, far less than the length of the Earth’s atmosphere.
They also only considered a one dimensional sound wave rather than a two dimensional image observation. Wang et.
al. used a residual learning fusion network architecture to estimate future observation frames from a telescope[15].
They used sequential frames to train their model, and afterwards were able to predict the next observation after in-
putting the prior six frames. They were able to achieve structural similarity index measure (SSIM) scores over 0.94
for several different atmospheric r0 values and telescope diameters. Similar to Hart et. al. however, their experiments
only tested propagation over a smaller distance of 1 kilometer. The model was also not trained on the raster images
of the observation directly, but on the phase screen. Another approach was to use machine learning to predict Zernike
coefficients for later correction. Whang et. al. created simulated wavefront data in order to learn the phase difference
and interference fringe of the aberrations[16]. They then used a Convolutional Neural Network with a GoogleNet
architecture to predict Zernike coefficients using both these properties. Both simulated and empirical tests showed that
their model could retrieve Zernike coefficient information from models trained on phase difference, with Root Mean
Square Errors of 0.007 from their examined coefficient range of -0.5 to 0.5. However, the error increased substantially
as they tested more complex wavefront distortions.

Our contribution in this paper is a novel machine learning framework that can more accurately estimate the wind layer
speed and velocity from the speckle images themselves.

3. DATA GENERATION

3.1 Wind Layer Profile Creation

We utilized simulated data of speckle images for our model training and experiments. The speckle images were
generated as part of a two step process. First, we developed a sequence of single layer wind profiles generated by
Robert and Bradford’s[14] original formula, with modification based on Montillaa and Montoyya[13].

v(z) = vG + vT exp

(
−
[

zcosζ −hT

LT

]2
)
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Fig. 1: Distributions of wind layer profiles with respect to a) height in kilometers over sea level, b) wind velocity in
meters per second, and c) wind magnitude in degrees

where v(z) represents the wind velocity v at a specified elevation z, vG represents the ground layer wind profile and
vT represents the wind velocity at the atmosphere’s tropopause boundary, ζ represents the angle of observation, hT
represents the height of the tropopause and LT represents its thickness. Montillaa and Montoyaa’s[13] work was used
to adjust the formula’s layer effects to handle the higher altitudes, and an additional clamp was performed in code
to prevent the possibility of negative wind speeds that the formula might produce. We also added a small amount of
additional noise to the wind vector values, to increase our generator’s coverage of possible wind layer profiles.

Each profile represents a single wind layer measured at 20 meters above the observation site. While wind profiles for
seven different sites were generated, in this study we exclusively utilized samples generated based on the Hawaii site.
This site modeled an observatory located at 3.1 kilometers above the sea level. Fig. 1 illustrates the distribution of the
generated wind layer velocity, magnititude, and height in kilometers over sea level.

3.2 Simulated Speckle Image Generation

The wind profiles are used to develop a model of atmospheric turbulence. We utilized the High Contrast Imaging for
Python (HCIPy) library to take in the wind layer velocity and magnitude properties and create a simulated infinite
atmosphere wind layer[1]. The code library was also used to develop a simulated telescope. The relevant properties
of this model are an aperture diameter of 3.6 meters, with a minimum pupil sampling rate of 0.04 meters per pixel, an
exposure time of 0.01 seconds, and a minimum and maximum observing wavelength of 550.0e-9 meters. The distance
from the zenith is simulated as 34

360 π radians.

To create the speckle image samples, we imported a ground truth 512x512px FITS raster of a single point of light.
The object was converted to a wavefront and treated as if it was 35,786,000 meters from the simulated telescope lens.
The resulting wavefront was sent through the atmosphere and distorted by the layer of atmospheric turbulence. The
resulting speckle image was captured after 5 milliseconds of observation and stored as a single 8-bit frame of 256x256
single channel pixels. We assumed that the atmosphere is frozen for the time of the observation. The atmosphere was
then evolved forward and the next observation was captured. In total, a 10 second period of observation produced
a sample containing 2,000 frames of convolved rasters. These simulated rasters were stored with relevant metadata
about the configurations, observation site, and wind layer. Our complete speckle image generation software can be
accessed from our lab repository[8].

As can be seen from Fig. 2, the relevant data in each frame is sparse. Since each sample represents a time series of
wavefront observations, we are interested in isolating the sections of the raster with the highest variation. We utilized
a difference imaging method[10] known as signed frame difference normalization to target those areas. This process
calculates the pixel-wise difference of the square root of a frame with its successor for all frames in the sequence. The
resulting differences range from [-1, 1], and are then normalized to a [0, 1] scale for ease of training.

4. MODEL DESIGN

4.1 Baseline Model Architecture

The focus of our model design was to predict the velocity and magnitude of the atmospheric layer that produced
the distortion in the observed image. We first developed a baseline mean square error (MSE) regressor model for

Copyright © 2025 Advanced Maui Optical and Space Surveillance Technologies Conference (AMOS) – www.amostech.com



Fig. 2: Illustration of frames of simulated speckle image data. The top row shows the original raster frames, while
bottom row shows the difference images using signed frame difference normalization

comparison. We chose to use a ResNet-based architecture over a multi-layer perceptron (MLP) network, as it could
better handle the high dimensonality of the training input. We incorporated skip connections in one-dimensional
residual block phases with bath normalization. During training, we first encoded the training input and then passed it
through the described ResNet-based multi-output regressor. We calculated the MSE/L2 loss of the model by comparing
the actual y and outputted predicted ŷ wind velocity and magnitude of this process.

4.2 Proposed Model Architecture
Our proposed model architecture incorporates Fourier Neural Operators (FNOs)[12] and Variance-Invariance-Covariance
Regularization (VICReg) [4].

Unlike traditional CNNs which extract general features from its input, FNOs are specialized in learning solutions to
partial differential equations (PDEs). As their name implies they operate in the frequency domain, which makes them
well-suited for working with data that can be modeled in that domain such as wavefront signals. FNOs can model
global spatial interactions efficienctly, as convolution operations become less computationally complex element-wise
multiplication operations in the frequency domain.

FNOs have already been shown to perform well at learning from sparsely sampled spatiotemporal data. As one
example, recent work by Bachmann et. al.[3] demonstrated the ability to both estimate phase screen evolutions and
recover refractive index fluctuations from wavefront sensors. Their application shares many characteristics with the
nature of our problem, so we believe FNOs will produce similar results in the domain of predicting atmospheric
turbulence components.

VICReg was introduced into our model design to mitigate issues with overfitting that we observed due to the sparsity
of the astronomical training data. In our experiments, traditional autoencoders both suffered from this issue even
when reducing the dimensionality of the sparse input data. We therefore looked into VICReg as an alternate method
to learn data representations in latent space. VICReg incorporates three types of loss considerations to optimize
latent representations. These losses are based on the assumption that data from the same distribution should produce
similar latent representations. Furthermore, each feature in the resulting latent representation of the data contributes
information that is both distinct yet equally important to all other features. This assumption holds for our training data,
which consists of time series of sequential observations.

The three losses used in VICReg are (1) a variance loss which encourages feature diversity to prevent representational
collapse, (2) an invariance loss to encourage alignment of embeddings from similar data inputs, and (3) a covariance
loss to encourage separation of feature dimensions in order to improve the robustness of the representation.

Lvariance(Z,Z′) =
1
2
(σZ +σZ′) (1)

Linvariance(Z,Z′) =
1
n

n

∑
i=1

||zi − z′i||22 (2)

Lcovariance(Z,Z′) =
1
2
(c(Z)+ c(Z′)) (3)

Copyright © 2025 Advanced Maui Optical and Space Surveillance Technologies Conference (AMOS) – www.amostech.com



𝑋

𝑋𝑡

𝑋𝑡′

𝑓𝜃

𝑧𝑡

𝑔𝜙

𝐹 ෠ℎ𝑡

𝑓𝜃

𝑧𝑡′

𝑔𝜙

෠ℎ𝑡′

ℒ𝑣𝑖𝑐𝑟𝑒𝑔

𝑡 ~ 𝐹

𝑡′ ~ 𝐹

autoencoder

autoencoder

𝑟𝜙

ො𝑦𝑡

𝑟𝜙

ො𝑦𝑡′

ℒ𝑚𝑠𝑒

ℒ𝑡𝑜𝑡𝑎𝑙

𝛽1

𝛽2

Fig. 3: Model Training for VICReg where t and t ′ are consecutive sequences out of F frames, and are fed to the
Multi-task learner to get autoencoder outputs ĥt and ĥt ′ and wind vector predictions ŷ and ŷt ′ . Loss is calculated using
Eq. 4

The covariance regularization term c(Z), is defined as sum of the off-diagonal elements of the covariance matrix of
the latent representations ( 1

d ∑i̸= j[Cov(Z)]2i, j).

The total VICReg loss is a weighted sum of these three losses, as seen in Eq. 4. It is calculated by first encoding
the input to reduce its dimensionality in a latent representation. Unlike traditional autoencoders, a shallow decoder is
used rather than a full decoder so that we partially increase the dimensionality without fully restoring it to its original
dimensions. The three loss functions are then calculated using the partially decoded representation.

Lvicreg(Z,Z′) = λLinvariance +µLvariance +νLcovariance (4)

Z is the latent representation of the original image and Z′ is the latent representation of the image after augmentation.

4.3 Model Design

The input to our model is sequences of observation frames from the total training dataset. The frames are first trans-
formed into the frequency domain with a 2D Fast Fourier Transform (FFT) and then shifted to center low-frequency
components. The center of the frames are then cropped to a 32x32 representation. Sequences are then created via a
sliding window with a defined step size, so that the two sequences Xt and X t ′ are contiguous and have an 80% overlap
of frames. The sequences are then ingested independently by the model, which consists of an encoder and a shallow
decoder. The latent representations from the encoder is stored as zt and zt ′ and the output of the shallow decoder is
saved as ĥt and ĥt ′ . Once this information is generated, the model calculates the VICReg loss based on the decoder out-
put and the wind layer predictions (ŷt , ŷt ′ ) and then back-propagated through the model to adjust its weights. The goal
is for the variance and invariance loss terms to be minimum, while the diagonal terms of covariance should converge
to zero to guarantee each latent feature represents a different aspect of the observation sequence.

A diagram of the model training process can be seen in Fig. 3. Our complete model training and testing scripts can be
accessed from our lab repository[7].
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5. RESULTS AND DISCUSSION

Experiments were run with both the baseline and proposed model design utilizing 1,500 training samples consisting of
2,000 frames each. Sliding windows were used to construct multi-frame models of 64, 32, 16, and 8 frame sequences
- step sizes of 8, 4, 2, and 1 were used respectively to move through these frame sequences. During training, input
frame sequences were reduced to 1,000 dimensions in latent space. Each training was conducted over 5 epochs.

Results can be seen in Fig. 4 and Fig. 5, as well as Table 1, Table 2, and Table 3. We discuss the results in the
subsections below.

Table 1: Model performance based on data pre-processing methods, losses, and input frame sequences. R2 score and
Pearson correlation coefficient (r) for wind velocity and magnitude are shown on right. Bolded numbers indicate the
best performers per group when R2 > 0.

Speed Direction
Data Loss Frame R2 r R2 r

Raster
Speckle MSE

8 -1.53 -0.058 -0.59 0.042
16 -0.82 0.001 -0.99 -0.255
32 -1.14 -0.037 -0.74 -0.051
64 -1.17 0.673 -0.84 -0.135

Signed
Frame
Diff

VICReg

8 0.08 0.419 -0.47 0.123
16 -0.15 0.417 -0.38 0.150
32 -0.18 0.242 -0.55 0.027
64 0.36 0.701 -0.45 0.049

5.1 Wind Layer Magnitude Ambiguity
The preceding experiments illustrate challenges in learning the direction of the atmospheric turbulence layer from
the simulated observations. As can be seen in the bottom scatter plot in Fig. 4, without additional adjustments the
predicted wind magnitude resembles a sine or sawtooth wave pattern. A possible explanation is that the sparse data
from a raster of a convolved single point of light might not contain sufficient information for our model to distinguish
between opposite direction angles. It may be that ground truth images with more initial details would provide sufficient
information for the model to better learn the true direction of the atmospheric turbulence.

However, the top scatter plot of Fig. 4 shows that it is possible to improve the model’s performance without increasing
the resolution of the convolved image. We saw significant gains in the predictive power of the model when modulus
encoding is used to constrain wind layer magnitudes to a range of 0 to 180 degrees.

Table 2: Model performance of FNO models using signed frame difference normalization
Frame Speed Direction

R2 r R2 r
8 -0.195 0.0098 -0.006 -0.0065

16 -0.052 0.0615 -0.004 0.0187
32 -0.034 0.0481 -0.006 0.0096
64 -0.045 0.0476 -0.005 0.0212

Table 3: Model comparison of Modulus Encoding for Directional Symmetry using L1 regularization for 64 frame
models

Modulus Model Speed Direction
λ R2 r R2 r

No 1e-4 0.614 0.784 -0.394 0.177
Modulus 1e-5 0.623 0.841 -0.391 0.139

With 1e-4 0.624 0.798 0.645 0.847
Modulus 1e-5 0.604 0.824 0.672 0.840
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1

Fig. 4: Scatter plots showing actual vs predicted values of wind vectors With (Top) and Without (Bottom) Modulus
Encoding for 32 frame models using VICReg

We also note that improving the accuracy of the wind magnitude prediction also increased how well the model learned
the wind velocity. This is because the model design used shared weights for both outputs.

5.2 Impact of Number of Frames on Prediction

As noted in the Methodology section, each sample used for model training contains a time series of frames that
represent wavefront observations. Fig. 5 shows the effects of training on sequences of 64 frames (top) versus 8 frames
(bottom). The scatterplot shows that both components are sensitive to the reduction in frames, with the wind magnitude
especially affected. This indicates that our model performs better when it learns from longer sequences of sequential
observations. Similar to the discussion of wind directional ambiguity, the longer required observation time may be
related to the sparsity of the training data. Our model may require fewer frames of observation if the individual frames
contain more details and information. This is an area for future exploration.

6. CONCLUSION

In this paper, we have presented a novel approach for predicting wind layer components from simulated speckle image
sequences that have been distorted by atmospheric turbulence. Our framework does not rely on physical wavefront
sensors that are subjective to noise and latency concerns, nor traditional algorithms that are require subjective assump-
tions and iterative processing. Instead, we used an end-to-end machine learning pipeline to develop a model for wind
profile predictions, trained on varying time sequences of rasterized speckle images.

During experimentation with our proposed design, we discovered two significant issues - challenges with distinguish-
ing ambigious wind layer magnitudes, and challenges with data representations given the sparsity of space wavefront
observations. To resolve the issues, we incorporated a VICReg autoencoder into the model design. This addition to
the process removed the need to fully decode the data during training, allowing for a more condensed representation
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in the latent space. The encoding process was also updated to include a modulus operation that constrained the wind
magnitude from 0 to 180 degrees, thereby removing directional ambiguity without us enforcing abitrary limits on the
data. With the final addition of L1 regularization to our model’s loss function, we have observed positive outcomes in
predicting both wind velocity and magnitude for single wind layer atmospheric turbulence.

7. FUTURE WORK

We intend to use the model architecture described in this paper as a basis to learn and predict other relevant informa-
tion for correcting wavefront aberrations. We are currently conducting experiments to determine an arbitrary number
of scalar Zernike coefficients per sample frame using the same data generation method. We will also explore predict-
ing Fourier Disk Harmonics Coefficient values using a similar architecture. Given the similar data format of these
scalar values to the wind speed and directions researched in this study, we hope to expand the application of the
model architecture to provide near-real-time information about both the atmospheric turbulence conditions and the
necessary transformations to correct the resulting wavefront aberrations. We are also interested in determining if the
model settings used in this study are similarly effective for accurately predicting Zernike and Fourier Disk Harmonics
Coefficients.

8. ACKNOWLEDGEMENTS

This research was funded as part of U.S. Air Force grant FA95502310536, ”Space domain awareness in a photon-
starved environment”.

Fig. 5: Scatter plots showing actual vs predicted values of wind vectors for 64 (Top) and 8 (Bottom) frames
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