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ABSTRACT

As the growing population of space debris increasingly threatens satellite operations and orbital sustainability, new
cost-effective methods for characterizing these objects are urgently needed. This study presents a pipeline that re-
purposes archival wide-field astronomical survey data from the VLT Survey Telescope (VST) and its OmegaCAM
imager to detect and analyze satellite and debris streaks. Using a convolutional neural network (CNN) architecture
enhanced with a Hough transform prior, the authors develop a machine-learning approach tailored to identify streaks
across thousands of high-resolution images. The detection algorithm is trained and validated on a hybrid dataset that
includes both real and realistically simulated satellite and space-debris streaks. A post-processing pipeline refines
detections, performs astrometric calibration, correlates objects using Two-Line Element (TLE) catalogs, and finally
extracts lightcurves, enabling the study of rotational states and spin rates of non-operational objects. Performance
metrics indicate high precision (0.97) and recall (0.96) on validation sets, with good generalization to real-world data,
although with some degradation due to image variability. A six-month archival analysis of OmegaCAM data from
2023 reveals a significant fraction (=20%) of detected streaks uncorrelated with known catalogs, suggesting the exis-
tence of an undercharacterized population of small Low Earth Orbit (LEO) debris. The authors introduce a repository
— ODLI (Orbital Debris Lightcurve Inventory) — to store and eventually share extracted data products. This work not
only demonstrates the viability of using astronomical data for Space Situational Awareness (SSA) but also lays the
groundwork for expanding to other imaging archives in the future.

1. INTRODUCTION

Despite decades of monitoring and notable progress in recent years, our understanding of many key characteristics of
space debris — particularly how these objects evolve over time and interact with their environment — remains limited
[L]. This gap in knowledge is becoming increasingly problematic as the population of debris in Earth’s orbit continues
to grow, posing risks to operational satellites, ongoing space missions, and even human life. Although substantial
efforts have been made to observe and catalog these objects, critical information about their physical properties and
long-term dynamics is still lacking. Reducing these uncertainties is essential for the sustainability of orbital operations,
making any additional insight or data extraordinarily valuable.

One promising yet underutilized avenue for gathering such information is through wide-field astronomical surveys.
Primarily conducted for astrophysical research, these surveys frequently and inadvertently image space debris, which
appear as streaks across their frames. Although these traces are usually considered unwanted by astronomers, they
can actually reveal important details about space debris. Analyzing such archival data, however, comes with its own



challenges: unlike dedicated observations, these debris signatures are incidental and harder to interpret, and the sheer
volume of data collected over many years can be challenging to process.

This work focuses on developing a method to efficiently identify space-debris streaks in wide-field astronomical im-
ages and extract informative features from them. While targeted observations using specialized instruments have
significantly advanced debris monitoring, they are often expensive, time-consuming, and constrained by scheduling
and observational limitations. In contrast, our approach exploits publicly available data from sources such as the Eu-
ropean Southern Observatory (ESO), offering a cost-effective way to enhance existing Space Situational Awareness
(SSA) efforts. Wide-field imaging systems are particularly advantageous due to their sensitivity and resolution, en-
abling the recovery of valuable debris characteristics that are often absent from conventional tracking databases. For
example, rotational status and rotation rates — important factors for designing active debris removal missions — can be
derived from analyzing lightcurves obtained through this method.

Although our study specifically focuses on data from the VLT Survey Telescope (VST) paired with the OmegaCAM [2]]
imager, our goal is to develop a scalable framework that can be adapted to other wide-field astronomical instruments.
In doing so, we aim to demonstrate how existing astronomical datasets can be repurposed to support SSA initiatives
and contribute to long-term space sustainability.

Conventional streak detection methods applied to astronomical data include approaches like the Hough transform
and matched filtering. The Hough transform is particularly efficient in detecting linear features, especially when
combined with pre-processing techniques such as background subtraction and edge detection to isolate streaks from
stellar sources and other artifacts. Similarly, matched filtering, which compares image data with predefined streak
templates, can be highly sensitive for detecting faint trails [3[][4].

In recent years, machine learning and deep learning have emerged as powerful alternatives, capable of managing
large-scale data and capturing complex visual patterns. Convolutional Neural Networks (CNNs) and U-Net based
architectures have been broadly adopted in streak detection tasks [5], often surpassing traditional techniques in terms
of accuracy and robustness. For instance, Liu et al. [6] demonstrated the effectiveness of fine-tuning domain-specific
neural networks to detect satellite streaks in wide-field astronomical images. Similarly, the method proposed by
Jeffries and Acuiia [7] integrates feature extraction with classification to improve sensitivity while minimizing false
detections. The ASTA (Automated Satellite Tracking for Astronomy) system [8] further illustrates the synergy of deep
learning and computer vision, achieving impressive results in automated trail detection. Similar techniques have also
been used to detect asteroid streaks in wide field-of-view images [9].

Despite these advances, several challenges persist, including reducing the rate of false positives, increasing detection
capabilities for very faint streaks, and efficiently processing the ever-growing volumes of astronomical data. Combin-
ing conventional image-processing techniques with modern Al tools presents a promising strategy to overcome these
limitations and advance the field.

The remainder of this paper is organized as follows: Section [2|details the methods employed in this study, including
the dataset selection, detection algorithm, and subsequent steps such as photometric reduction, astrometric calibration,
orbit fitting and lightcurve extraction. The same section introduces the performance metrics used to evaluate the
proposed approach. Section [3] presents the results of the study, including the training and validation of the detection
algorithm, its performance on real OmegaCAM data, extracted lightcurves, and the statistics of the analysis of 6
months of OmegaCAM data from 2023. Finally, Section 4] provides a discussion of the implications of the results.

2. METHODS

2.1 Dataset selection and preparation

The creation of a robust and varied dataset was a fundamental component in training and validating our machine-
learning algorithm to detect streaks of satellite and space debris. For this purpose, we selected OmegaCAM, installed
on the VST, due to several key advantages.

* Public availability and extensive archive: OmegaCAM’s data is openly accessible, with an archive that spans
more than a decade (since 2011), offering great opportunities to analyze the long-term evolution of space debris.

* High sensitivity: Coupled with the VST’s 2.6-meter primary mirror, OmegaCAM’s high sensitivity allows for
the detection of very faint streaks that might be missed by commonly used wide-field SSA telescopes.



* Superior spatial resolution: With a 16kx 16k pixels sensor and a fine pixel scale of 0.21 arcseconds per pixel,
OmegaCAM enables precise reconstruction of lightcurves, an essential step toward characterizing the physical
attributes of detected debris.

e Wide field of view: Capturing one square degree of sky per exposure, OmegaCAM can record multiple debris
streaks in a single image. An example image is shown in Fig. [T}

Fig. 1: OmegaCAM detector layout. A satellite streak is visible on the right side of the mosaic.

The images for the training and validation dataset were chosen from the full operational history of the OmegaCAM
archive. Due to the one-year proprietary period at the time of selection, data from 2023 onward were not included.
To maximize the algorithm’s adaptability, we incorporated images taken with all available filters. This ensured that
the model could detect streaks directly on raw frames, regardless of filter differences, without requiring additional
photometric corrections. A randomly sampled set of 375 images was used to guarantee a wide range of conditions,
including variations in background complexity, lunar illumination, streak morphology, stellar density, and the presence
of imaging artifacts.

Due to the large dimensions of OmegaCAM’s mosaic images — comprising 32 CCDs of 4096 x2048 pixels each —
each CCD frame was divided into smaller subcrops of 512x512 pixels. This method preserved fine structural detail
and improved the model’s ability to distinguish true streaks from background artifacts.

Label Studio [10] was used to manually annotate the visible streaks in the selected images. Because only 352 genuine
streaks were found in the 12,000 CCD frames, synthetic streaks were introduced to augment the dataset and support
a more comprehensive performance evaluation. Although this number may seem low, it reflects the reality of space
debris observations during much of the archive’s early coverage. The space debris population has grown considerably
in recent years, which means that more recent data contain a higher frequency of debris streaks. Artificial streaks are
prepared by first generating a synthetic population of space debris objects with diverse sizes and altitudes, designed
to realistically represent debris types seen in actual sky images. For each object, its brightness is calculated to ensure
that only realistically detectable streaks are included, and the streaks are then drawn directly onto the original images.
Atmospheric effects — such as seeing and scintillation — are realistically simulated so that the artificial streaks closely
match the appearance of genuine debris traces observed in astronomical images. Fig. [2]shows examples of artificial
streaks, with additional information on the synthetic streak generation process available in a previous study [11].



(a) Artificial streak. (b) Original streak. (c) Original and artificial streaks.

Fig. 2: Examples of artificially generated streaks. The streak in Fig. [2a) shows a similar "wobble” effect as the real
streak in Fig. [2b] In Fig. 2| the horizontal streak is artificial and the vertical streak is real.

The preprocessing workflow consisted of removing prescan and overscan regions (areas of the CCD that are covered
for calibration purposes and do not contain image information) from the original FITS images, adding artificial streaks
and cropping the images into 512x512 pixels subframes. The resulting data were saved as 16-bit/pixel monochrome
PNG files. The decision to save images as PNG files rather than using FITS directly was driven by computational
efficiency. PyTorch is optimized for standard image formats such as PNG, whereas FITS files resulted in slower
data loading. Ensuring 16-bit depth preserved all critical information without data loss.

Of the 375 selected images, 305 were allocated for training the algorithm, corresponding to a total of 312,320 indi-
vidual PNG cutouts. The remaining images were divided equally between the validation and test sets, with 35 images
each, resulting in 35,840 PNG images per set.

2.2 Streaks detection

The detection of satellite and space-debris streaks in astronomical images is the first step toward the characterization
and deeper study of objects in orbit. This process involves a sequence of steps and dedicated algorithms, as described
below.

Machine learning algorithm The algorithm developed to detect satellite and space-debris traces is a machine learn-
ing model based on the HT-LCNN (Hough Transform Lookup-based Convolutional Neural Network), a convolutional
neural network that incorporates a trainable Hough transform prior block, originally proposed by Lin et al. [13]]. This
integration of the Hough transform directly into the neural network enables the model to better recognize and learn
geometric structures, such as lines, which are characteristic of satellite streaks in astronomical images. As the Hough
transform is a widely used technique for line detection, particularly in the context of satellite trail identification, its
inclusion makes the model’s particularly relevant for this specific application. The original HT-LCNN framework was
trained and evaluated on the Wireframe [14] and York Urban datasets, both of which focus on edge detection in
architectural and indoor scenes. Designed primarily for applications such as automatic device orientation, the model
required adaptation to be effective in astronomical imaging. One key modification was enabling the model to process
16-bit files, which are standard in astronomy and provide higher dynamic range than the 8-bit images typically used
in conventional machine learning tasks. This capability is essential for ensuring that no information is lost and for
allowing the algorithm to exploit the streak profiles with the highest possible precision.

Line stitching To maintain the original image resolution and avoid the effects of harsh resizing during machine
learning inference, we divide each image into 512 x512 pixels subcrops. While this approach enhances detail sensitiv-
ity during streak detection, working at such a small scale is impractical for later steps like orbit fitting and light curve
extraction. Therefore, after initial line detection, we reconstruct the streaks at the scale of the entire CCD tile using a
structured stitching process:



1. Initial clean-up: Within each subcrop, duplicate line detections are eliminated by comparing endpoint positions
and orientations. Line segments shorter than 5 pixels are also discarded.

2. Coordinate reprojection: Remaining line coordinates are transformed back to their corresponding positions
within the full CCD tile.

3. Hough transformation: For each line, Hough parameters p (distance from the origin to the closest point on the
line) and O (angle between the X-axis and the line) are computed to represent their geometric properties.

4. Clustering: Lines are grouped based on similar Hough parameters, using thresholds of 50 pixels for p and 0.1
radians for 0, effectively joining fragments that belong to the same physical streak while minimizing incorrect
matches.

5. Streak assembly: Within each cluster, the most distant endpoints are selected to define the new, stitched streak
segment.

Because the model processes small crops, it achieves higher sensitivity to subtle streaks and endpoints but may also
produce more false positives — features that look like streaks in isolation but not in the larger context. The stitching
step enables us to efficiently filter out these false detections by discarding singleton segments — lines that appear in
only one crop and do not cluster with any others — since these are unlikely to represent true streaks. Although this
could occasionally exclude short streaks located at the very corner of an image, we accept this trade-off: genuine
features will typically appear in adjacent CCDs, allowing us to reconstruct them from neighboring data, while those
that cannot be recovered are typically too short to contribute meaningfully to subsequent analyses.

Detection refinement The neural network produces a bitmap in which each pixel represents the likelihood of being
part of a streak. Directly extracting the start and end points from this output may not yield positions that precisely align
with the observed streak in the image. To enable accurate astrometric measurements, the detected streak must first be
aligned with the actual observation. This is done by generating a cutout around the detection and rotating it so that
the streak is approximately horizontal. The aligned streak is then divided into equal-length segments, each of which
is horizontally median combined to produce cross-sectional profiles along the streak. These profiles are individually
fitted to a Moffat distribution:

(x—x0)? ) "

In this function, A defines the amplitude, xo marks the position of the peak, y sets the width of the core, and o
determines the shape index of the profile. We chose a Moffat fit rather than a Gaussian because the Moffat model more
accurately describes the typical PSF (Point Spread Function) under observing conditions dominated by atmospheric
seeing [16]. The best-fit value of xy for each segment gives the central position of the streak for that particular slice.
These calculated centers are collectively fitted with a straight line, and the initially detected endpoints are projected
onto this line to align the streak with the actual observation. The entire procedure is repeated until the slope of the
fitted line is nearly zero (we set a threshold at 0.1 divided by the pixel length of the streak), ensuring proper horizontal
alignment. For the segment width (along-track direction), we use 1.4 times the FWHM (Full Width at Half Maximum)
of the Gaussian PSF measured from the guide stars on the auxiliary OmegaCAM CCDs. The height of the segment is
initially set to allow for a maximum difference between the detected and actual streak of 3°, and subsequently reduced
during the iterative process in order to avoid unnecessary large segments that potentially contain background stars,
which would confuse the Moffat fitting. After alignment, the final endpoints are mapped back to the original image
coordinates. In cases where a streak is very faint and has a low SNR (Signal-to-Noise Ratio), broader segments may be
necessary for a robust Moffat fit. Since brightness is unknown at this stage, we progressively widen the segment until
a valid solution is obtained or until the width exceeds a threshold (20 divided by the length of the streak in pixels). If
no fit is found within this limit, we assume that the detected streak is too faint for reliable processing or potentially a
false positive.



2.3 Photometric reduction

To analyze the detected space objects, we developed an image processing pipeline that extracts both astrometric and
photometric information. Astrometric measurements are used to match the observed streaks with known satellites,
while photometric lightcurves provide insight into the tumbling behavior of the objects.

Astrometric calibration The raw OmegaCAM images are delivered with an existing astrometric solution. However,
this initial calibration is only approximate and must be refined for high-precision astrometric applications. To improve
accuracy, we use a local instance of Astrometry.net [17] to re-calibrate the images (plate solving), resulting in
significantly more accurate celestial coordinate mappings. This refined calibration is then applied to derive precise
coordinates for the start and end points of the detected streaks.

Object correlation The detected streaks are then matched with known satellites and debris objects listed in publicly
available catalogs, specifically Space—track.orgﬂ To do this, Two-Line Elements (TLE) closest in time to each
observation are propagated to the image timestamps to estimate which objects may have crossed the detector during
acquisition. These candidates are then projected into the image and compared with the detected streaks. Because
TLEs can carry positional inaccuracies, candidate matches are filtered based on thresholds in both angular separation
and position angle difference between prediction and observation.

Orbit fitting To better align catalog predictions with observed data, orbit refinement is performed using the batch
least squares fitting method from the Orekit orbital dynamics library [18]]. This process requires accurate timestamps
for both ends of each streak. When the start and/or end of the streak is observed within the image frame, these times
are determined using the exposure-time information of the image, with pixel-level corrections applied to account for
the OmegaCAM shutter.

If a streak spans the full CCD and both endpoints fall outside the frame, exact entry and exit times are not directly
observable. In such cases, we determine the time of minimal angular separation between the projected TLE and the
observed entry/exit positions. This provides an initial timestamp for orbit fitting. We then refine the orbit by searching
within a small time window around this initial guess, identifying the orbit that minimizes the Mahalanobis distance
[19] between the observed and expected positions. From this fitted orbit, we derive timestamps for both endpoints.

Lightcurve extraction Once both the celestial coordinates and the observation times for the ends of the streak are
known, we extract the lightcurve of the object. A series of rectangular apertures is placed along the streak, and the flux
within each aperture is measured. The time an object spends within each aperture is calculated from the fitted orbit
solution and used to normalize the flux values for the relative magnitude computation with field stars.

The seeing effect introduces disturbances that result in the streaks deviating from a straight line. Given OmegaCAM’s
fine pixel scale (0.21 arcsec/pixel) and the fact that the seeing FWHM exceeds 0.8 arcsec for half of all exposures, the
seeing is strongly over-sampled, resulting in deviations that can span several pixels from a straight line fitted through
the streak. To avoid incomplete aperture coverage or the use of too large apertures, we precisely center each aperture on
the path of the streak. This is achieved, in a similar way as for the streak alignment previously performed, by rotating
a cutout of the streak to horizontally align it and segmenting the streak. Each segment is median-combined along
the horizontal axis to produce cross-sectional profiles, which are then fitted to a Moffat model. The width and height
of each section are defined as 1.4 times the FWHM of the Gaussian PSF measured from the auxiliary OmegaCAM
CCD:s, and this value is also applied for the width of the rectangular photometry apertures. The centers of the median-
combined cross-sectional profiles are used to establish the optimal positions for the measurement apertures. Any
outliers in the Moffat fit parameters are identified and excluded, ensuring that only apertures based on reliable fits
contribute to the photometric measurements. The height (across-track direction) of the rectangular aperture for each
segment is set to 1.4 times the FWHM of the Moffat fit for that segment. For rotation, we employ scikit-image
[20] routines, but because their spline interpolation can slightly alter flux values in the rotated image, we transform the
determined aperture centers back onto the original unrotated image before performing photometry with photutils
[21]. We observed that the interpolation involved in the rotation process introduces a sub-pixel positional uncertainty
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(approximately 0.5 pixels) for the nal aperture placements. To account for this, we increase the aperture height by 1
pixel to ensure accurate ux measurement.

2.4 Archive analysis pipeline and repository

Fig.[d provides an overview of the entire processing pipeline, illustrating the ow of all the steps described previously.
The nal results — including an image snippet of the detected streak, orbital parameters derived from the tted TLE,
and the corresponding extracted lightcurve — are compiled and stored in our internal repository, ODLI (Orbital Debris
Lightcurve Inventory). Our long-term objective is to make ODLI publicly accessible, providing a valuable resource

for researchers studying satellites and space debris. An example entry from the repository is presented in Fig. 4.

Fig. 3: Archive analysis pipeline. 1) Raw data is downloaded locally from the ESO archive. 2) Original FITS les
are pre-processed to match the input format of the streak detection algorithm. 3) The trained machine learning model
is applied to identify streaks. 4) Detected streaks are cleaned and stitched across CCDs. 5) Horizontal alignment is
applied to re ne detection accuracy. Bstrometry.net is used to improve the astrometric solution. 7) Detected
streaks are matched with space-object catalogs. 8) TLE orbits are tted to the matched object streak. 9) Photometric
lightcurves are extracted with precise time stampd.|Bno catalog match is found (and relative velocity cannot be
determined), lightcurves are extracted using relative time stamps only. 10) Final lightcurve and orbit data are stored in
ODLI.

2.5 Performance metrics

In order to evaluate the results of the machine learning algorithm on the validation and test sets, several metrics
commonly adopted in the eld are used and presented below.

Precision Precision is an indication of how many cases detected as positive are actually true positives. It tells us
how good the algorithm is at making correct predictions when something is detected, and is calculated as follows:

TP (True Positivg

— 2
TP+ FP (False Positive )

Precisiorr




Fig. 4: Sample entry in ODLI.

Recall Recall gives an indication of how many positive detections, whether true or false, have been made by the
model. It indicates the ability of the model to make positive detections. The formulation is as follows:

TP
Recall=
eca TP+ FN (False Negative 3)

Fl-score The Fl-score is the harmonic mean of precision and recall, offering a balanced measure of a model's

performance by equally weighting both metrics. It is especially useful in situations where achieving perfect precision

and recall is unrealistic. By combining these two metrics, the F1-score provides a comprehensive evaluation of a
model's ability to make accurate predictions while effectively managing trade-offs between false positives and false
negatives. The formulation is as follows:

Precision Recall
F1=2 — 4
Precision+ Recall )

Precision-Recall curve and Average Precision The precision-recall curve is a graphical tool used to evaluate the
performance of detection algorithms, particularly when working with imbalanced data where true positives are rela-
tively rare. In our case, the detection algorithm assigns a con dence score to each candidate detection, indicating how
likely it is that the identi ed feature corresponds to a real streak. The precision-recall curve plots precision against re-
call as the con dence threshold is varied. This allows us to visualize how the trade-off between detecting more streaks
(recall) and maintaining accuracy (precision) changes depending on how strict or lenient we are with the con dence
threshold.

Average precision (AP) summarizes the information encapsulated by the precision-recall curve into a single score. Itis
calculated as the area under the precision-recall curve and represents the model's ability to maintain high precision at
increasing levels of recall. A higher AP indicates that the model consistently achieves high precision and high recall.

3. RESULTS

3.1 Training of the detection algorithm

The detection algorithm was trained using the Adam optimizer with an initial learning rate df014, a value

determined by a dedicated learning-rate search described in detail in a previous study [11]. To mitigate potential
convergence issues, we adopted the AMSGrad variant of Adam and applied L2 regularization with a strength of
2 10 5. Training was carried out over 4 epochs, taking advantage of the large size of the data set, with the learning
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